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Molecular docking explores the binding modes of two interacting molecules. The technique is increasingly 
popular for studying protein-ligand interactions and for drug design. A fundamental problem with molecular 
docking is that orientation space is very large and grows combinatorially with the number of degrees of 
freedom of the interacting molecules. Here, we describe and evaluate algorithms that improve the efficiency 
and accuracy of a shape-based docking method. We use molecular organization and sampling techniques to 
remove the exponential time dependence on molecular size in docking calculations. The new techniques allow 
us to study systems that were prohibitively large for the original method. The new algorithms are tested in 
10 different protein-ligand systems, including 7 systems where the ligand is itself a protein. In all cases, the 
new algorithms successfully reproduce the experimentally determined configurations of the ligand in the 
protein. 

INTRODUCTION 

Molecular docking fits molecules together in favor
able configurations using their topographic features. 
Practically, docking has been an important technique 
for the modeling of protein-ligand interactions and 
has been used in studies of the structural basis of 
biological function l ,2 and drug design.3,4 Theoreti
cally, the approach is a relatively tractable instance 
of the general problem of combinatorial optimiza
tion, a focus of much work in recent decades.5 

One of the first practical suggestions for docking 
came from Crick," who suggested that complemen
tarity in helical coiled-coils could be modeled as 
knobs fitting into holes. More recently, workers 
have used both geometric7- II and energy-based 
methods2.12.14 to search for fruitful binding modes of 
ligands in receptors. The geometric methods have 
focused on matching descriptors of topographical 
features to generate favorable configurations, while 
the energy methods have used potential energy func
tions to guide their search of orientation space. 

Docking is computationally difficult because there 
are many ways of putting the two molecules together 
and the number of possibilities that must be sampled 
grows exponentially with the size of the component 
molecules. The orientation space of two biomole
cules, especially when one or more of them is a 
protein, is so large as to make exhaustive methods 
prohibitive.9 This difficulty reflects the many inter
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faces and multiple minima presented by the surface 
of a macromolecule; for descriptor-based methods, 
the docking problem is nondetermined in polynomial 
time (NP-complete).15 

We previously developed a rigid body docking 
method that uses molecular descriptors (DOCK pro
gram).7,g DOCK could regenerate experimentally de
termined configurations in several ligand-protein 
complexes. Like all descriptor-based methods, how
ever, the search time of the algorithm scaled poorly 
as the number of features describing the molecules 
increased. This time dependence made docking of 
macromolecular complexes, for instance, unfeasible. 
Also, some of the heuristics used in DOCK to help 
reduce the number of possible matches made pre
dicting the performance of the algorithm difficult. 
Lastly, the extent of a search was hard to control. 

In this article, we discuss new algorithms that 
make our docking procedure faster and allow it to 
handle protein-protein systems, which had previ
ously been prohibitively large for our method; we 
call the new program DOCK2. We describe modifi
cations particular to our implementation of a dock
ing program, as well as changes in algorithmic 
approach that address general features of the dock
ing problem. At the general level, we address the 
strong time dependence of the algorithms by a "di
vide-and-conquer" procedure that separates macro
molecules into independent geometric regions that 
are individually considered as possible interfaces. 
This modification dramatically improves the way the 
docking problem scales with the size of the system 
being docked. We illustrate the improvement by 

CCC 0192-8651/92/030380-18$04.00 



MOLECULAR DOCKING USING SHAPE DESCRIPTORS 381 

Table I(a). The four test complexes and structures used in the most extensive testing of the algorithms, including 
focusing, clustering, scoring, and the different graph-generation methods. 

Number of atoms Number of atoms 
Receptor" Ligand in receptor" in ligand 

Ribonuclease (6rsa)17 Uridine vanadate (6rsa) 951' 20 
Dihydrofolate reductase (3dfr)'A Methotrexate (3dfr) 1298 33 
Lactate dehydrogenase (51dh)l9 NAD-Iactate (5Idh) 2560 51 
Trypsin (2ptc)2° PTI (2ptc) 1595 423 

"All structures taken from the Protein Data Bank'" have their reference code in parentheses. 
"The number of atoms are for the structures actually used in the docking runs. These may differ slightly from those in 

the pdb files in that atoms that had no density, as recorded in the pdb files, were not used in the docking runs. 
'Though 6rsa is a neutron stnlcture and contains hydrogen/deuterium coordinates, only heavy atoms were used in the 

docking runs. 

Table I(b). Test complexes and structures used in the protein-protein docking tests DOCK2. 

Number of atoms Number of atoms 
Receptor Ligand in receptor in ligand 

Trypsin'" (2ptn) PTFO (4pti) 1564 449 
Subtilisinl2 (2sni) Chymotlypsin inhibitor':! (2sni) 1938 513 
Subtilisin"; (lsbc) Chymotlypsin inhibitor 27 (2ci2) 1920 521 
Chymotrypsin:!' (lcho) Ovomucoid 3rd domain'3 (lcho) 1751 400 
Chymotrypsin2

" (5cha) Ovomucoid 3rd domain'" (2ovo) 1736 418 
Thymidylate synthase monomer:!4 Thymidylate synthase monomer:!' 2143 2143 

docking seven different pairs of proteins. Also at the 
general level, we outline a technique to increase au
tomatically the number of possible configurations 
generated in regions of likely complementarity. Ide
ally, this should allow for more efficient sampling of 
orientation space, moving from low-density sam
pling in "poor" regions to higher degrees of sampling 
in regions that have produced favorable configura
tions. We also take up issues specific to our program. 
The new program is more systematic in its searches 
of orientation space, and also more easily controlled 
in depth of search by the user. We consider three 
different ways of selecting features for matching and 
compare the success of each approach at reproduc
ing experimental configurations. Finally, we de
scribe a lattice-based method for evaluating the 
goodness of fit of the docked complexes, which sig
nificantly reduces run times. We test the new algo
ri thms extensively in four crystallographically 
determined protein-ligand complexes (all structures 
are taken from the Protein Data Bank I6

): ribonu
clease/ uridine vanadate,17 dihydrofolate reductase/ 
methotrexate,18 lactate dehydrogenase/NAD*-Iac
tate,19 and trypsin/PTlzo [Table la, Figs. 1-321 (see 
color)]. We show that the methods can be used to 
regenerate the crystallographic configurations of six 
other complexes [Table Ib, Table II], where the ligand 
as well as the receptor is a protein. In their bound 
(as they occur in the crystal complex) conforma
tions, we dock subtilisin with chymotrypsin inhibi

•Abbreviations used: NAD (nicotinamide adenine dinucleotide); 
rmsd (root mean square deviation); PTI (pancreatic trypsin in
hibitor); DHFR (dihydrofolate reductase). 

tor,22 chymotrypsin with ovomucoid third domain,l:! 
and thymidylate synthase monomer with thymidyl
ate synthase monomer4 to regenerate the dimer. In 
their unbound conformations (as they occur in iso
lation of their cognate ligand or receptors), we dock 
trypsin25 with PTI,20 subtilisin2G with chymotrypsin 
inhibitor,27 and chymotrypsin28 with ovomucoid third 
domain.z9 

THE DOCKING PROBLEM 

The underlying notions in descriptor-based docking 
have their antecedents in the "lock and key" ideas 
of Ehrlich.3° The computational problem is to de
scribe the features that define the shape of the "lock" 
and "key" and then map the two sets of features 
together in favorable ways. There are many ways of 
describing molecules for this purposey,II.;JI,:J2 We use 
spheres that are locally complementary to a molec
ular surface.7,33 However the features are described, 
the next task is choosing which of them to use for 
matching the two molecules together. This brings up 
a fundamental difficulty. 

Matching features (descriptors) involves selecting 
a set of some number of points from a larger col
lection of possibilities. The number of possible sets 
of features depends combinatorially on the number 
of features in each set (n), and the total number 
describing each molecule: 

Number of sets = ncN, X npNI = npN,. X nCN" (1) 

where N, is the total number of receptor features 
and Nt is the total number of ligand features. C and 
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Table II. Protein-protein docking results.37 

Best docked Total 

Receptor" Ligand Type" 

(to crystal 
structure, 
rmsd Ay 

orientations 
evaluated in 

docking 
Run time 
(hr:min) 

Trypsin (2ptc)~O 

Trypsin (2ptn)"" 
Chymotrypsin (lchor:l 

Chymotrypsin (5cha)~" 

Subtilisin (2sni)~~ 

Subtilisin (lsbcr" 
Thymidylate synthase monomer~4 

PTI (2ptc) 
PTI (2ptnyo 
Ovomucoid 3rd domain (lcho) 
Ovomucoid 3rd domain (20vo):!9 
Chymotrypsin inhibitor (2sni) 
Chymotrypsin inhibitor (2ci2)~7 

Thymidylate synthase monomer 

Bound 
Free 
Bound 
Free 
Bound 
Free 
Bound 

0.29 
0.52 
0.72 
0.82 
0.14 
0.64 
0.33 

360,366 
9,976,471 
1,650,604 
2,117,929 
1,511,411 
8,615,720 
1,886,885 

1:04 
27:11 
4:19 
5:44 
5:30 

20:23 
14:08 

"PDB'" reference numbers in parentheses. 
"Two types of calculations were performed, using the bound (from the crystal complex) or the free (from the uncom

plexed crystal structures) conformations of the molecules. 
'rmsd's measured to the crystal complex for bound docking runs and to best fits to the crystal complex in the free 

conformer Iuns.:]'; 

P represent combinations and permutations. When 
N n Nt ~ n, (1) can be rewritten: 

Number of sets = (N,.)" x (Na". (2) 

Therefore, as the number of features in a set rises 
the number of sets to be considered rises exponen
tially, as would the computation time of any method 
that attempts to dock molecules by looking at all 
possible sets. 

Fortunately, for docking it is not necessary to con
sider sets above a certain size. Four nonplanar points 
from each set-four features from each molecule
uniquely define a configuration involving two mol
ecules of any shape. The computation of a docking 
problem thus becomes bounded, minimally but suf
ficiently, by (NY x (N{Y. 

This still makes for long calculation times when 
N,. and N{ are large, as is the case in macromolecular 
docking. One can further improve matters by pruning 
sets as they are being constructed, a procedure de
scribed in detail in the following section. Even with 
pruning, however, the number of configurations that 
might plausibly be looked at for two macromolecules 
is still very large, and this number grows quickly as 
the size of the ligand and receptor increase. We re
turn to this problem in the next section. 

Having described the molecules, chosen sets of 
features, and mapped the one onto the other, it only 
remains to evaluate the resulting configurations for 
the goodness of fit between the ligand and the re
ceptor. There are as many ways of doing this as there 
are docking programs; most methods use simplified 
potential functions or some version of shape com
plementarity. We describe the details of our imple
mentation below. 

METHODS 

We summarize the method and then take up each 
point in greater detail in the following paragraphs. 

Geometric descriptions (spheres or atoms) of local 
bumps and clefts on ligand and receptor surfaces 
guide the search of orientation space, the goal being 
to find orientations that map the bumps of one into 
the clefts of the other. We look for sets of spheres 
from the first molecule that have the same internal 
distances, within a certain tolerance, between their 
centers as do sets of spheres from the second mol
ecule. We will refer to sets that pass this distance 
criterion as "matches." Matches are used to define 
rotation/translation matrixes that map the second 
molecule onto the frrst. 34 Configurations ofthe ligand 
in the receptor depend, therefore, on the locations 
of the sphere sets on the surfaces of the respective 
molecules. An orientation, once found, is subjected 
to a fast preliminary evaluation of complementarity 
based on a simple examination of atomic contacts 
between the receptor and the ligand (scoring). Ori
entations of the ligand that place it in regions of 
space occupied by the receptor are discarded. The 
configurations that pass the excluded volume filter 
and have enough "good" contacts are saved for fur
ther evaluation. 

Molecular Description: Spheres 

We describe a receptor geometrically using spheres 
locally complementary to grooves and ridges in its 
molecular surface i

•33 (Fig. 4, see color). The spheres 
fill the empty volume of a site, generating its negative 
image. The centers of these spheres may be thought 
of as pseudoatoms; they are used as an irregular grid 
for mapping the ligand into the binding site. Spheres 
are generated analytically to touch the molecular 
surface at two points, have their centers along the 
surface normal to one of the points, and are placed 
so they do not intersect the surface. The spheres are 
of different sizes and typically overlap one another 
within a given pocket in the protein. A collection of 
overlapping spheres defines a cluster. The molecular 
surface of a protein will typically have tens of clus
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Figure 1. Severallow-rmsd dockings of methotrexate in dihydrofolate reductase.'" Crystallographic con
figuration in green, docked orientations in yellow, amber, and red, in increasing rmsd, respectively. Protein 
in blue. Figures 1-4 and 11 were made with the MidasPlus graphics program."' 

Figure 2. Several low-rmsd dockings of NAD-lactate in lactate dehydrogenase. 19 Crystallographic con
figuration in green, docked orientations in yellow, amber, and red, in increasing rrnsd, respectively. Protein 
in blue. 
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tel'S, each of which describes a potentially interesting 
site of interaction. The radius of a sphere reflects 
the concavity of a local region of the molecular sur
face. The larger the sphere radius, the larger and 
shallower the pocket that sphere describes. Macro
molecular ligands are similarly described, except 
that the spheres are placed within the molecular 
surface and are complementary to local ridges rather 
than the grooves. For smaller ligands such as meth
otrexate, the atom centers are llsed rather than 
spheres.:) Other points can be added to the receptor 
or the ligand descriptions without loss of generality. 
These include the center of mass, centers of rings, 
centers of molecular attraction, bound waters, and 
so forth. 

Molecular Organization: Divide and Conquer 

Macromolecules have many descriptors, which leads 
to a great number of possible dockings. PTI, for ex
ample, is described by 292 spheres in one molecule
spanning cluster, about 10 times more descriptors 
than in a typical drug-type inhibitor such as meth
otrexate. Given the third- to fourth-power depen
dence of run time on the number of descriptors,15 
the computation time for docking macromolecular 
ligands could be as much as 104 times longer than 
for small molecule ligands. In complexes of deter
mined structure, however, the ligand is much larger 
than the binding site of its receptor, which suggests 
that most of the ligand's surface will not be involved 
in any given interface with the receptor. It is thus 
worthwhile to organize the macromolecules into 
geometrically dist.inct subsections, each of which 
can be matched independently. Ideally, each suh
section would describe one potential interface 
region of the molecule. We call t.his procedure "sub
clustering." 

The subclustering program (CLUSTER) begins 
with a relatively large group of spheres from the 
sphere-generation program (SPHGEN).7 Each 
sphere overlaps at least one other sphere in the sin
gle-linkage cluster: l

" and none outside it. Large 
spheres span and connect local regions and often 
have many more connections than do small spheres. 
We reduce the number of spheres in individual clus
ters by eliminating the linkages arising from spheres 
larger than a user-set threshold (Fig. 5). This seg
regates the spheres into smaller clusters as the 
threshold is reduced. The procedure is analogous to 
using articulation vertices to split. connected 
graphs.!!; During this process, the total numher of 
clusters increases. Since we treat each cluster as a 
potential interface site, the greater number of sites 
increases the number of possible orientations. This 
effect is, however, small compared to the combi
natorial advantage of restricting the total number of 
spheres in each site. The ratio of the number of 
possible matching spheres sets after and before sub-

clustering is: 

ConfigsoulJduoU'I'('<! / C0 nfigsuocluslered 

= 2:"IUS 2:1<1U' (N;.!N,)" X (N; /Nan (3) 

N; and N; are the number of descriptors in the sub
clustered groups being matched in the receptor and 
ligand, respectively, for N; and N; ~ n. rclus and 
lclus are the numbers of new, subclustered sphere 
sets for the receptor and the ligand. In this manner, 
subclustering significantly decreases the number of 
possible matches necessary to consider. For exam
ple, if subclustering reduces the number of spheres 
in a sphere to Y4 its original size, while the number 
of total clusters needed to describe the molecule 
rises from I to 4, then the ratio in (3) will be 
4 -(".1\ or 1;(;4 when n is 4. Of course, fmther reduction 
of the search may be possible if attention can be 
focused on one of the subclusters, such as the active 
site. 

Matching: The Bipartite Graph 

We dock ligands into receptor sites by mat.ching sub
sets of ligand internal distances onto subsets of re
ceptor sphere internal distances. Most of the 
possible combinations of ligand and receptor de
scriptors will not lead to successful dockings. It is 
therefore sensible to prune the matching search tree 
as soon as possible. 

Docking may be posed as a graph theoretical prob
lem.I'o If a ligand has N, descriptors and a receptor 
has N,. descriptors, then the number of nodes in the 
docking graph D is Nt x N,. An edge exists between 
two nodes composed of descriptors (N,);,(N,); and 
(Nai ,(N,)] (where i and j are ligand or receptor de
scriptors), from the ligand and the receptor, when 
the dist.ance NtCi,j) is the same a..c; N,(i,,j), within 
some tolerance. A minimal match between a ligand 
and a receptor occurs when there is a subgraph of 
D that is completely connect.ed by edges and that 
has at least four nodes (and therefore six edges) in 
it. Four nodes must he specified to det.ermine a ro
tation-translation matrix that preserves chiral infor
mation. It is physically impossible to match, 
simultaneously, most ligand-receptor features. An
other way of saying this is that. D is sparsely con
nected, which leads to our method for pruning the 
search of orientation space. 

As in the original program,7 we use a distance
matching algorithm that calculates whether the re
ceptor and ligand descriptors share the same pair
wise distances, within some tolerance level, in a 
build-up procedure that evaluates the growing graph 
as each node is added (Fig. 6). A graph that fails the 
distance check at some number of nodes M, i.e., 
which is not completely connected due to the ad
dition of the Mth node, will also fail at all numbers 
greater than M; therefore, we can prune the search 
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at M. Such pruning dramatically reduces the number 
of ligand-receptor nodes necessary to consider. We 
further reduce the search space by biasing the search 
to long edges representing large internal distances. 
This is a heuristic that weights long-range informa
tion more heavily than local information. 

To control the search of orientation space, we or
ganize the receptor spheres based on the internal 
distances between pairs of sphere centers. Starting 
with each sphere center, all other centers in the clus
ter are sorted into "bins" based on their distances 
to the starting sphere center (Fig. 7). All distances 
in a certain range will be placed in the same bin. The 
bins are of adjustable resolution-the larger the dis
tance interval for a bin the more points it will typi
cally contain and the fewer the number of bins 
overall. DOCK2 can allow overlaps between sequen
tial bins to diminish the effect of discrete distance 
ranges. Bins are constructed for each receptor 
sphere. Ligand bins are constructed using the same 
procedure. The ligand and receptor bins for each 
pair of starting points are matched based on the 
distance ranges ofthe points within them; only those 
points in bins with similar ranges will be used to 
generate a graph. The first n-l receptor-ligand bins 
(those bins representing the longest distances) that 
match are chosen for graph generation. Features 
from a given bin are tried at only one stage in the 
graph generation; thus, the features from the second 
bin will always provide the third node in a graph, 
the original (bin-defining) pair of points defining the 
first pair of nodes. All centers are ultimately tried as 
starting points and all centers within a "iongest-dis
tance" bin are tried in the generation of the matching 
graph, unless the graph has been pruned before any 
of the centers in the bin have been tried. Because 
of the longest-distance heuristic, not all bins are 
tried; the method is not exhaustive. With the caveat 
of this heuristic, however, the method is path inde
pendent. The number of points in each bin deter
mines how many matches will be attempted. In 
general, the larger the bins the larger the number of 
orientations generated. The breadth of search is un
der user control. 

Three Graph Construction Methods 

We describe three different methods for choosing 
which internal distances to compare in the construc
tion of the bipartite graphs, all of which use bin 
matching. All three algorithms begin by pairing a 
ligand descriptor with a receptor descriptor. All 
Nt x N, starting pairs are tried. 

Fan Algorithm 

Descriptors from protein and ligand are chosen 
based on their distance from an initial starting de
scriptor in each molecule. The starting point in this 

method therefore implicitly defines which region 
of the molecule will be looked at for matching 
[Fig.8(a)]. 

An initial pair of points (a node from D) is picked 
from among the set of spheres or atoms describing 
the molecules. The bins for each molecule are in
dependently generated based on the distances of the 
remaining points from the initial point. The Fan 
method uses the first n - 1 bins, those with the long
est distances from the initial point, that have dis
tance ranges that match the second molecule's bins. 
These bins provide the molecular features, spheres 
or atoms, used for bipartite graph generation in the 
matching. 

Cat's Cradle Algorithm 

Descriptors at a given level of the bipartite graph 
generation are chosen based on their distance to the 
descriptor successfully used at the previous level of 
graph generation. As always, we use the longest
distance heuristic. The starting point in this method 
is therefore less important than in the Fan proce
dure, and since the longest interpoint distances in 
the molecule will tend to be found regardless of 
starting point more of the same nodes will be re
peatedly used [Fig. 8(b) J. 

An initial pair is picked and the bins are generated 
as in the Fan algorithm. Unlike Fan, only one pair 
of bins are selected, providing for only the second 
node in the graph. The next bins, providing the third 
node possibilities in the graph, are created based on 
distances from each sphere or atom selected as sec
ond nodes. Spheres/atoms in these second-genera
tion bins are biased for longest distances. Multiple 
third bins are similarly created based on distances 
from spheres or atoms selected from the second bin, 
and so on. 

Center of Mass Algorithm 

This method resembles the Fan method except 
rather than choosing atoms or spheres based on their 
distances to the starting pair of points, centers are 
chosen based on their distances to the center of 
mass. Except for the starting centers used for the 
first node, therefore, the centers used in matching 
will always be the same [Fig. 8(c)]. 

An initial pair is chosen. Bins are generated based 
on distances from the center of mass of the molecule. 
The algorithm then proceeds as in the Fan algorithm: 
The bins used are the first n - 1 bins from the center 
of mass that have distance ranges that match a set 
of bins from the second molecule. 

Scoring on a Lattice 

We score possible orientations of the ligand in the 
receptor based on atomic contacts between ligand 
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Figure 3. Severallow-rmsd dockings of uridine vanadate in ribonuciease. 17 Crystallographic configuration 
in green, docked orientations in yellow, amber, and red, in increasing rmsd, respectively. Protein in blue. 

Figure 4. Trypsin spheres. Two subclusters are shown in blue and red, the trypsin molecular surface is 
colored magenta, and a c-alpha trace of PTI is in yellow. The blue sphere set describes the trypsin specificity 
pocket. 
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(a) 

(b) 

Figure 11. PTI residues organized by structure/functiol1,\(J and by subclustering, (a) Structure/function 
organization of the molecule: The specificity loop of PTI is in green, residues important for the tertiary fold 
of the molecule are blue, and the rest of the residues are in orange, (b) Subcluster organization of the 
molecule, Sphere descriptors are represented by triangles, Cluster 3 is in green and clusters I and 2 are in 
orange and magenta, respectively, 
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Recluster based on Sphere radius: Single 
cluster segregated into two smaller ones. 

Figure 5. Sphere subclustering. The subclustering algoritlun segregates 
groups of spheres based on their radii. In this example, a large radius 
sphere (shaded) is removed from the sphere set, removing the link con
necting one part of the site to the other and segregating the spheres into 
two subclusters. 

F 

Arf__---\---lJ 

Rcceplor Ligand 

Match if I DiSlance(i.j)- Distance(l,J) I < tolerance 

Ist Node: a OntO A 
2nd Node:.i onlO J. if aj-AJ < tolerance 
3rd ~odc: f onto F. if af-AF. jf-JF < tolerance 
41h Node: g OntO G, if ag-AG. jg-JG. fg-FG < lolerance 

Figure 6. Internal distance matching. Ligand and recep
tor internal distances are compared. If the internal dis
tances do not match at a given node, the tree search is 
"pruned" at this node. 

and receptor structures. We calculate an atomic con
tact "potential" for the receptor by constructing a 
cubic lattice, which fills the volume of the binding 
site, and evaluate every point on the lattice on the 
basis of its contacts with the protein atoms. This 
lattice is usually calculated once for any given site. 
A point on the lattice receives a score of one for 
every receptor atom within a user-defined range of 
distances and a high1ly negative score for any contact 
closer than the low end of this range. We allow the 
user to distinguish between polar and apolar con
tacts between the ligand and the receptor atoms by 
using a second "cutoff" distance parameter (Fig. 9). 
Thus, ligand atoms are often allowed to come closer 
to receptor oxygen and nitrogen atoms than to other 
receptor atoms. The cutoff distances are set by the 
user-for most systems, we set the polar close con
tact cutoff to 2.4 A and used a range of cutoffs be
tween 2.6-2.8 A for the nonpolar close contacts. In 
the free conformer protein-protein docking runs, we 
set the close contact limit to 2.0 A for both polar 



MOLECULAR DOCKING USING SHAPE DESCRIPTORS 

(a) Receptor Ligand 

Receptor Ligand 

(b) 
1SI Sphere: 

10-11 bin: 

7-8 bin: 

I j i 

I h g 

lSI Sphere: 

10-11 bin: 

7-8 bin: 

A 

I I J 

I G 

(c) 

5-6 bin: 

4-5 bin: 

I f 

e d 4-5 bin: I E 

Node I: 

Node 2: 

a,A 

[j or i), (J or I) 

2-3 bin: be 2-3 bin: 

1-2 bin: 

.1 CD 

I B 

Node 3: 

Node 4: 

(h or g), {Gl 

{e ord}, (E) 

Figure 7. Preorganizing descriptors into bins. (a) Descriptor distances from a seed descriptor, ligand "A" 
and receptor "a"; all descriptors are used as the seed. (b) Histograms of descriptor internal distances. The 
resolution of the histograms is user-set; in this figure, they are 1 Awide. (c) Possible bipartite graphs from 
(b). For this example, 16 possible graphs can be constmcted [1 (possible match at node one) x 4 (possible 
matches at node two) x 2 (possible matches at node three) x 2 (possible matches at node 4)]. 

and nonpolar contacts. For the lactate dehydrogen
ase/NAD-Iactate runs we used 2.1 and 2.3 A as the 
poiar and nonpolar cutoffs, respectively. We set the 
long-distance cutoff for scoring a contact to 4.5 A in 
aU runs. Ligand orientations are scored by mapping 
their atoms onto the nearest lattice points and sum
ming over aU of the mapped points. Only one lattice 
point is used per ligand atom. 

The lattice-based scoring differs in three ways 
from the scoring function used in DOCK versions 
1.1 and earlier.s First, the lattice method uses a step 
function for scoring: A ligand/receptor pair of atoms 
either contributes a score of I or 0 or is a "bad 
contact," whereas the earlier method used a partly 
continuous exponential function. Second, the lattice 
method is discontinuous in space since ligand atoms 
are mapped onto lattice points of some fIxed reso
lution to be scored, while the earlier scoring used 
the pairwise distance for each atom pair to calculate 
the score of each ligand-receptor conflguration. 

Last, the lattice method distinguishes between polar 
and nonpolar contacts, while the earlier method 
made no distinctions based on atom type. 

Sampling and Focusing 

To make the sampling procedure as effective as pos
sible for a fIxed amount of computer time, we wish 
to emphasize regions of orientation space where two 
docking molecules are likely to form productive in
terfaces and deemphasize regions where this is less 
likely. We begin by sampling orientation space at a 
low bin resolution, generating a relatively small num
ber of conflgurations. As the search proceeds, we 
monitor whether for a particular first pair of spheres/ 
atoms any of the resulting matches produce confIg
urations with positive scores. If any do, the bins for 
this set of fIrst points are expanded by the contents 
of the bins immediately below them in the distance 
ranking and the graph generation loop is continued 
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b. from an initial level of general sampling is set dy
namically by the program and does not demand hu
man intervention. The user determines only whether 
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Figure 8. Graph construction methods. (a) Fan proce
dure. Descriptors are chosen based on their distances from 
an initial descriptor. (b) Cat's Cradle procedure. Descrip
tors are chosen based on their distances from the last 
descriptor chosen. (c) Center of Mass procedure. Descrip
tors are chosen based on their distances from the center 
of mass (open circle) of the overall descriptor set. 

with these new points. This creates more possibili
ties for matches in the part of distance space defined 
by the first pair of successful spheres and atoms. 
Once a region of orientation space has been exam
ined at this higher level of sampling, the search re
turns to its former sampling level and proceeds to 
the next region. More configurations are thus tried 
in areas that return positive scores than areas that 
do not. The decision to focus on a region of space 

to use this feature and how many bin expansions 
should be performed. 

Hardware 

All calculations were done on SGI PI 4D/25s, 4D170 
(Silicon Graphics, Inc., Mountain View, CA), and 
SunSparc (Sun Microsystems, Inc., Mountain View, 
CA) workstations. 

RESULTS 

Reproduction of Crystallographic Orientations 

We were able to reproduce the experimental config
uration of the docked molecules accurately and in 
a timely fashion in all systems (Table II, Table III). 
In three of the complexes, we used inhibitors and 
receptors in their unbound conformations, those 
adopted by the molecules when they are crystallized 
independently of their cognate receptor or inhibitor. 
This was a stringent test of the methodology owing 
to the conformational differences between the 
bound and the unbound forms of the molecules.;]7 

Having established that we can regenerate the 
crystallographic configurations of the complexes, 
we now turn to questions of algorithm performance. 
We were interested in establishing the relative merits 
of the three graph construction algorithms we tried: 
the Fan, Cat's Cradle, and Center of Mass algorithms. 
We also wished to know how our molecular-orga
nization and sampling techniques contributed to the 
accuracy and efficiency of the searches. 

Comparison of the Graph Construction 
Algorithms 

The different graph construction methods, Fan, Cat's 
Cradle, and Center of Mass, were tested in four com
plexes of known structure (Table Ill), as was an 
earlier version of DOCK8 (DOCKl.l). In all four 
cases, both the Fan and Cat's Cradle algorithms were 
able to reproduce accurately the crystal complex 
configuration. The Center of Mass algorithm was 
not able to reproduce the crystallographic config
uration of either the lactate dehydrogenase/NAD
lactate19 or the trypsin/PTI2o complex, although it 
was able to do so for the dihydrofolate reductase/ 
methotrexate l8 and the ribonuclease/uridine vana
date complexes. 17 DOCKl.l was able to reproduce 
the crystal complex in the small molecule inhibitor 
systems, but was not able to do so in trypsin/PTJ. 
The ability to vary the depth of search meant that 
the Fan and the Cat's Cradle algorithms could always 



391 MOLECULAR DOCKING USING SHAPE DESCRIPTORS 

a I 
$ 
;;
'-' 
2
 
Ci
 
C

'~ 

'5ji -127'-+ ---J 

o 2 4 6 

Distance (Angstroms) 10 Receptor AlOm 

Figure 9. Lattice scoring function, A score of 1 is given to all lattice points within 
2.8-4,5 A of a receptor atom. Lattice points further than 4.5 A from a receptor 
atom are given a score of O. Lattice points closer than 2.4 A to a receptor atom 
are considered "bad contacts" and are given very negative score. Lattice points 
within 2.4-2.8 Aof a receptor nitrogen or oxygen atom (shaded portion of figure) 
are given a score of 1; points within 2.4-2.8 Aof all other atom types are considered 
bad contacts and are given very negative scores. 

produce lower rmsd configurations than could ture result, compared to the other two algorithms, 
DOCKl.l. and produced a greater number of low-rmsd dock

The Fan algorithm was usually more efficient than ings in shorter searches (Table III). Fan also pro
the Cat's Cradle algorithm. The Fan method typically duced more acceptable orientations as a percentage 
produced distributions of ligand configurations of the number tried-this ratio ranged from 1/300 
biased toward lower rmsd's from the crystal struc- for dihydrofolate reductase/methotrexate (l ac-

Table III. Comparing the search algorithms, 

Protein/ inhibitor 
Search 

algorithm 
Number of 
matches" 

Best rms (A) 
to crystal 

Trypsin/PTI 

Dihydrofolate reductase/methotrexate 

Lactate dehydrogenase/methotrexate 

Ribonuclease/uridine vanadate 

Fan 
Cat's Cradle 
Center of Mass 
DOCKl.l b 

Fan 
Cat's Cradle 
Center of Mass 
DOCKl.l 
Fan 
Cat's Cradle 
Center of Mass 
DOCKl.l 
Fan 
Cat's Cradle 
Center of Mass 
DOCKl.l 

360,336 
354,346 
224,846 

15,453 
5,452 

11,072 
211,155 

16,317 
69,717 

2,638 
386,043 

78,526 
13,737 
15,916 
20,456 

7,955 

0.29 
0.42 
4.56 

None found 
0.35 
0.99 
0.17 
0.86 
1.55 
1.27 

None wlin 5 A 
0.89 
0.54 
0.96 
0.70 
1.09 

'Run time is proportional to the number of matches multiplied by the number of atoms in the ligand. 
bThe DOCKl.l matching algorithm truncates the depth of search of orientation space using heuristics that make it 

difficult to look at the very high numbers of configurations possible using the bin matching algorithms. 
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Table IV. Lattice scoring. The cOlTelation of score with rmsd from the crystallographic result for polar and nonpolar 
lattices is compared. 

Polar lattice" Neutral lattice" 

Receptor Inhibitor Top lOb Rc Top lOb R' 

Ribonuclease Uridine vanadate 4/10 -0.39 0/10 -0.28 
Dihydrofolate reductase Methotrexate 6/10 - 0.59 0/10 - 0.23 
Lactate dehydrogenase NAD-lactate 9/1 0 - 0.60 2/1 0 - 0.22 
Trypsin PTI 7/10 -0.33 4/10 -0.18 

"Polar lattices distinguish between close contacts to receptor oxygen or nitrogen atoms and all other receptor atom 
types. Neutral lattices treat all receptor contacts equally. 

hNumber of top 10 scoring orientations calculated by DOCK2 that have rmsd values to the crystallographic result that 
are less than 2.5 A. 

'ColTelation between rmsd from the crystallographic configuration as a function of score. The highest correlation is 
when R is -1 (high score, low rmsd). 

ceptable orientation for every 300 tried by DOCK2) 
to 1/1000 for trypsin/PTI, while for the Cat's Cradle 
procedure the ratios were worse by a factor of three. 

Scoring on the Lattice 

The new scoring routine improves run times by a 
factor of four to five for larger sites (60 or more 
spheres), compared to the previous scoring method, 
which explicitly calculated atom-atom contacts be
tween the ligand and the receptor. The ability to 
distinguish between polar and nonpolar contacts sig
nificantly improves the ordering of the docked ori
entations as a function of score compared to the 
experimental result (Table IV). With polar scoring, 
more of the top 10 scoring dockings are within 2.5 
A of the crystallographic result than with nonpolar 
scoring. We also notice an improved correlation be
tween scores calculated on a polar lattice and rmsd 
from the crystal structure as compared to scores 
calculated using a nonpolar lattice. We caution, 
however, that there is no reason to expect even a 
monotonic relationship between a measure of com
plementarity and rmsd. Lattice generation time de
pends on resolution and the size of the site, but 
typically takes 1-2 (CPU) min on a SGI PI 4D/25. 

Table V. Effects of subclustering on run time and accuracy. 

Subclustering 

Subclustering segregates molecular features into re
gions that are treated independently for docking. In 
trypsin, for example, the initial sphere calculation 
produced an initial set of 102 spheres, which 
spanned the active site cleft. Subclustering divided 
this set into several smaller ones, the two largest 
having 35 and 30 spheres in them. In a similar way, 
the initial sphere set for the PTI was spread over 
the entire volume of the molecule and included 292 
spheres, approximately as many spheres as there are 
solvent-exposed atoms in the molecule. Subcluster
ing produced 6 subclusters ranging from 40-90 
spheres. 

The effect of subclustering in the macromolecular 
docking calculations was dramatic; we show the re
sults for trypsin/ITI in Table V. For a given number 
of matches-or run time, which is roughly propor
tional to the number of matches multiplied by the 
number of ligand atoms-the accuracy of the con
figurations produced was much higher in the sub
cluster runs than in the full cluster set runs. Even in 
runs involving extremely large numbers of matches, 
the full cluster dockings could not find configura
tions that resembled the crystal structure. Subclus
tering transforms docking from a problem that 

Subclustered spheres Unclustered spheres 

Best nest 
Number rmsd to rmsd to 

Protein of Total Total crystal Number of Total Total crystal 
inhibitor clusters" spheresb matchesc (A) clusters" spheresb matchesc (A) 

Trypsin/PTI 2/3 66/255 137,972 0.30 1/1 102/292 27,099,6J4d 21.7 
DHFR/methotrexate 2/1 77/33 5,704 0.35 1/1 89/33 10,967 0.35 
Ribonuclease/uridine vanadate 2/1 53/20 4,389 1.79 1/1 76/20 10,022 0.54 
Lactate dehydrogenase/ NAD-lactate 4/3 145/63 62,736 0.74 1/1 189/51 175,280 0.51 

"Number of receptor/ligand clusters. 
"Total number of receptor/ligand spheres in all clusters. Overlaps are permitted between spheres in one subcluster 

and another. Occasionally, this leads to greater totals of subclustered spheres than are present in the unclustered sets. 
'Run time is proportional to number of matches multiplied by the size of the ligand. 
"This run was not allowed to go to completion, but was stopped after those PTI spheres in the interface region with 

Trypsin as defined in the crystal structure (approximately 1/5 of the molecule) had been searched. The full search would 
have required many more matches. 
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Figure 10. Focusing in trypsinIPTI. Open squares rep
resent a small bin, low match number docking run; the 
closed triangles represent an intermediate match number 
run; the closed squares represent the maximum bin size 
and match number run. The closed circles represent a run 
with the same bin sizes as the open squares, but with 
focusing. (a) Number of orientations generated in a dock
ing run plotted against the rmsd of the orientations com
pared to the crystallographic result. (b) The same data is 
presented, normalized for match number. 

scales, minimally, as the third to fourth power of the 
size the molecules to one that scales more linearly* 
with molecular size. 

The results of subclustering in the small molecule 
dockings are less convincing. While the technique 
reduced run time in most systems, the effect was 
not as great as in the macromolecular systems; good 
results could be achieved using the unclustered 
spheres. Unlike the macromolecular ligand runs, in 
which subclustering was essential to the regenera

tion of the experimental result, its value in the small 
ligand systems was case dependent. In dihydrofolate 
reductase/methotrexate calculations, subclustering 
improved run time without sacrificing accuracy. In 
lactate dehydrogenase/NAD-lactate, run time is im
proved with only a small decrease in accuracy. Also, 
fewer high-rmsd configurations of ligand were gen
erated. In the ribonuclease/uridine vanadate system, 
on the other hand, the shorter run time using the 
subclustered spheres led to lower accuracy and 
poorer sampling. 

Sampling and Focusing 

DOCK2 runs that use focusing return more low-rmsd 
ligand configurations than runs that sample orien
tation space at a constant level, even though the 
latter procedure looks at significantly more matches 
(Fig. 10). In four test complexes, focusing increased 
the ratio of high-scoring orientations per match num
ber by a factor of 3-10 (results not shown). 

DISCUSSION 

Molecular docking searches orientation space for fa
vorable configurations of a ligand in a receptor. Like 
most search methods with many degrees of freedom, 
docking can only sample solutions within the space 
it explores. A docking search will therefore always 
be faced with a fundamental trade-off between com
putation time and accuracy or, more correctly, ad
equate sampling. We are interested in reducing the 
time of search necessary to produce a given level of 
accuracy or sampling. The docking algorithm has 
three basic levels: molecular description, the sam
pling of orientation space, and the evaluation of con
figurations. We discuss algorithm modifications at 
each of these levels and their effect on run time and 
accuracy. We measure accuracy with reference to 
the experimental reSUlt, the crystal structure of the 
protein-ligand complex, although we understand 
that other considerations may also be important. 

Accuracy 

A basic question for a docking algorithm is how long 
it takes to get a solution near the experimental struc
ture. In each of our 10 test systems, the new routines 
reproduced the crystallographic configuration ac

'It is difficult to determine accurately how the new algorithms 
scale with molecular size since parametric choices (such as bin 
size) in the various systems can have a large effect on run time 
and the quality of the results. We note (Table V) that it took fewer 
matches (and consequently less time) to arrive at a low-rmsd 
docking of PTI in trypsin, using the subclustering technique than 
were required for docking NAD-lactate into lactate dehydrogen
ase where subclusters were not used, even though PTIItrypsin is 
by far the larger system. 
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curately in a reasonable amount of time. This is a 
compelling result. The test systems we chose varied 
in their crystallographic resolution (from 2.7 A for 
lactate dehydrogenase l9 to 1.9 A for trypsin20); their 
size (from the 20-atom uridine vanadate to the 2143
atom thymidylate synthase monomer); and their mo
lecular determinants of binding (the ribonuclease 
complex relies largely on electrostatic recognition, 
whereas the macromolecular complexes have large 
hydrophobic components). Generating known com
plexes starting with macromolecules in their un
bound conformations is a striking outcome that 
suggests that the algorithms might be used predic
tively.37 

The accuracy of the descriptor-based docking cal
culations reflects the ability ofthe spheres to identify 
local binding grooves and ridges. The efficiency of 
the calculations reflects the success of the subclus
tering and focusing techniques in concentrating the 
search on regions of orientation space likely to have 
high complementarity. This is the advantage of de
scriptor-based docking over grid searches of recep
tor sites.38,39 Because grid searches are necessarily 
unbiased regular samplings of orientation space, 
they are much slower than DOCK2, which preiden
tifies receptor regions of high local curvature to 
search in. The ability of DOCK2 to dynamically re
spond to search results through focusing only ac
centuates this difference. The advantage of the grid 
methods is that they will always work, given enough 
time, whereas descriptor-based docking relies on se
lecting the appropriate features of the molecules and 
the avoidance of the combinatorial explosion prob
lem. There will probably be systems that do not lend 
themselves to description by spheres, such as ones 
that have a flat protein-protein interface or that can
not be subclustered into independent binding re
gions. In such systems, DOCK2 will not work, 
whereas grid based methods will. In the 10 systems 
we report on in this article, however, DOCK2 can 
generate accurate reproduction of the crystallo
graphic configuration in minutes or hours on a work
station. Methods using grid searches of orientation 
space to solve the docking problem can take days 
on much faster machines.38,39 

Choosing between the Searching Algorithms 

We tried three different methods for choosing which 
features of one molecule to map onto the those of 
a second. Both the Fan and Cat's Cradle algorithms 
reproduced the experimental results in all systems, 
while the Center of Mass algorithm did so in only 
two of four complexes it was tested against. The 
Center of Mass method probably fails because of the 
relatively few spheres it uses as matching descrip
tors. Since the Center of Mass matching chooses 
centers for bipartite graph generation based on a 
fixed reference point, fewer aspects of the molecule 
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or site will be sampled in graph generation compared 
with the Fan or Cat's Cradle procedures, where the 
reference point is different for each first pair of 
spheres. Choosing between the Fan and Cat's Cradle 
algorithms is more difficult on theoretical grounds. 
The Cat's Cradle algorithm will more often sample 
the longest internal distance of a molecule or site 
while building the bipartite graph and will therefore 
more consistently use the principal topographic fea
tures of the molecules in matching. The Fan algo
rithm, on the other hand, will generally sample more 
of the features of a molecule or site. Practically, the 
Fan method seems to perform more efficiently than 
the Cat's Cradle method, although this result might 
reflect our implementation and should be tested for 
other systems. 

Scoring on the Lattice 

The improvement in run time with lattice scoring 
more than justifies its decreased resolution com
pared to scoring in a continuous space. Although the 
scoring scheme used in the lattice implementation 
is simpler than in the previous versions of the pro
gram,S scores from the two methods correlate well 
with each other (results not shown). The exact 
numerical score for any given orientation will, of 
course, differ between the two metrics, as described 
in the Methods. Since there is no good physical rea
son to choose one scoring function over the other, 
we used the simpler function in this work. The in
troduction of polar differentiation in the scoring 
scheme improves the correlation between a config
uration's score and its similarity to the crystallo
graphic result compared to nonpolar scoring. Such 
a correlation must, however, be interpreted cau
tiously. While it is gratifying that the highest scoring 
configurations in our test cases closely resemble the 
crystallographic result, we note that there are often 
configurations whose scores are almost as high that 
do not resemble it. This is most apparent in the dock
ings of the unbound conformations of the protease/ 
protease-inhibitor pairs. The shape-based scoring is 
potentially weakest when comparing the comple
mentarity of different putative ligands for the same 
receptor, which is what is done in inhibitor design 
applications of DOCK.4 While the method continues 
to prove itself useful in the design of novel inhibitors4 

(Shoichet, unpublished reSUlts; Bodian, unpublished 
results), rankings of molecules based on their DOCK 
score should not be overinterpreted. 

Subclustering 

The fundamental change in our approach that allows 
us to treat macromolecular docking is our modifi
cation of the clustering algorithm. The introduction 
of a radial cutoff organizes and segregates molecular 



features into topographically distinguishable re
gions. By reducing the size of each cluster, we over
come the strong time dependence of docking with 
system size. We assume that two regions that are 
distinguishable are also independent. The method 
should be evaluated by two criteria: Does it genu
inely separate a molecule into physically distinct re
gions and does it increase the efficiency of the search 
without compromising its accuracy? 

In the protein-protein complexes, for which the 
subclustering technique is most important and use
ful the issue of how subclusters correspond to phys
ic~l regions of the molecule can be addressed by 
organizing the residues of a protein along structural 
and functional lines. Residues of PTI, for instance, 
can be assigned a role either in stabilizing the tertiary 
fold of the molecule or in binding to trypsin40 [Fig. 
l1(a), see color]. Comparing PTFo organized by sub
clusters [Fig. l1(b), see color] to the structure/func
tion organization of the molecule, one notices that 
the subclusters correspond to either structural or 
functional regions. The binding loop residues in Fig. 
I I(a) are completely described by clus'ter 3 in Figure 
l1(b). The hydrophobic pocket residues in Figure 
Il(a) are found in clusters 1 and 2, which divide the 
nonbinding part of PTI between them. The binding 
loop cluster has few overlaps with the hydrophobic 
regions of the molecule. Subclustering thus seems 
to do a good job of separating PTI into physically 
and functionally distinct regions. 

Clustering improved the efficiency of the docking 
runs dramatically without sacrificing accuracy in all 
the protein-protein complexes we tested. The re
sults for PTIItrypsin with and without subclustering 
are compared in Table V. Without subclustering, mac
romolecular docking is not practical for our method. 

The results for the small molecule test cases are 
less persuasive. While subclustering still shortened 
run times, the unclustered spheres always repro
duced the crystallographic results in reasonable 
amounts of time. In lactate dehydrogenase/NAD, for 
example, subclustering meant performing 12 differ
ent docking runs for all combinations of ligand and 
receptor clusters. While this did improve run times 
and lead to better distributions of the docked ori
entations around the crystallographic result (Table 
V), the unclustered sphere sets clearly pro~ded an 
adequate description of the molecules. The different 
impacts of subclustering on the macromolecular li
gand and small ligand systems might reduce to a 
question of size. The small molecule ligands, and 
their cognate receptor binding grooves, simply lack 
the heterogeneous topologies that make subcluster
ing necessary for the macromolecular systems. !"lav
ing said this, subclustering does reduce search times 
in the small ligand systems and will be a useful tech
nique whenever one wants to target specific regions 
of a site for a docking search or when docking to a 
large receptor site. 

Sampling and Focusing 

In molecular docking, it is important to be able to 
survey the general features of configuration space 
and then concentrate on those areas that offer the 
greatest possibilities for complementarity. The fo
cusing algorithm guides a search by expanding the 
number of molecular descriptors in regions of dis
tance space that return favorable orientations, lead
ing to longer searches in these regions than in 
regions that do not return favorable matches at the 
initial low-density sampling. The technique is essen
tially a variation on the tree-search-with-pruning ap
proach: Rather than cutting off branches due to a 
failure of an early node, branching is increased due 
to an early success. 

Focusing improves the efficiency of a search of 
orientation space. Both the number of low-rmsd 
configurations and the number of high-scoring con
figurations per number of matches increase dra
matically with focusing, which allows for faster 
searches to achieve the same degree of accuracy 
(Fig. 10). Focusing is most effective in protein-pro
tein complexes. In a search of trypsin/PTI using 
small bins (low initial sampling levels) and high sen
sitivity to focusing signals, the number of matches 
necessary to achieve either a high score or a low 
rmsd value to the crystallographic result was re
duced by a factor of 100 compared to a run where 
focusing was not done (Fig. 12). The nonfocusing 
run shows a monotonic increase in the best score 
or rmsd result achieved with the level of sampling 
up to a maximum value. This is the expected result 
for a discrete, unbiased sampling of configuration 
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space. The focusing run, on the other hand, achieves 
a result very close to the maximum almost imme
diately and improves only slightly as more and more 
orientations are looked at. 

One caveat for focusing is that it often increases 
the number of high-scoring orientations distant from 
the crystal configuration, as well as increasing the 
number of orientations close to the crystallographic 
result (Fig. 10). This reflects the different spaces in 
which orientations are first generated and then eval
uated. In generating a ligand-receptor configuration, 
we match internal distances between molecular de
scriptors. Focusing increases the number of descrip
tors to match in a particular region of distance space. 
Two points that are the same distance to a third 
point will not necessarily be close to one another in 
Cartesian space, and focusing based on distance in
formation can therefore lead to the inclusion of de
scriptors from a different region of the molecule than 
the one that was involved in the initial, low-level 
sampling match. This explains the broadening of the 
rmsd distributions, which are measured in Cartesian 
space. Notwithstanding this feature, focusing always 
increases the number of high scoring configurations 
as a percentage of matches tried. Since the signal to 
focus on a particular region is score based, this is 
perhaps a more consistent metric. 

Sampling configuration space at variable densities 
is a physically sound approach to a problem that can 
have an infinite number of solutions. We have out
lined a procedure for focusing that meshes easily 
with our docking algorithm-other methods are cer
tainly conceivable. The general approach is not lim
ited to molecular docking, but should be useful in 
any method where low-density sampling can guide 
high-resolution searches. Such methods might in
clude docking on a regular lattice l2 ,38 or in grid 
searches of conformation space, where smaller step 
sizes (step size here being a torsion angle, an Euler 
angle, or a translation) would be used in low-energy 
regions of the energy surface and larger step sizes 
in high-energy regions. Guided searches are implic
itly implemented in Monte Carlo methods for sim
ulating molecular dynamics,41 although here it is not 
step size but rather time spent in a particular region 
of space that is modified, so the analogy is only 
approximate. 

UNSOLVED PROBLEMS 

Using low-resolution representations of molecules, 
either in the form of potential functions or topog
raphy, to guide searches of molecular interactions 
is a general problem in the field.32,42 In this article, 
we have shown how methods for organizing high
resolution information can be used to address this 
issue. Both subclustering and focusing do not, how
ever, use actual low-resolution infonnation as a 
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guide, It would be conceptually appealing, and prac
tically rewarding, to use low-resolution information 
to prune the search tree, This would allow one to 
limit searches that use high-resolution features of 
the molecules, which are the most expensive com
putationally, to regions of likely complementarity. 
To our knowledge, the general problem of using res
olution to guide searches remains largely unad
dressed. 

The scoring function that DOCK2 uses to evaluate 
configurations, although improved from the one 
used in DOCK, is still too simplistic. Our concern 
previously had been that a more complex scoring 
function, of the sort used in molecular mechanics 
for instance, could only be used at the cost of re
ducing the amount of orientations we could look at. 
This should not be the case for a lattice-based scor
ing method, however.2 

Finally, we have not discussed the issue of con
formational flexibility. The degrees of freedom in a 
docking problem that allows for conformational as 
well as configurational sampling are potentially very 
large, which implies either that searching such a 
space would be very slow or very incomplete or both. 
There are ways to reduce the degrees of freedom of 
this problem. If one defines local regions of space 
as interaction zones, and only looks at conforma
tions in this region while keeping the rest of the 
system rigid, then the issue becomes more 
tractable.43,44 Alternatively, if one keeps the protein 
rigid and only allows the generally much smaller 
ligand to sample conformation space, the size of the 
space is similarly reduced.2 This method suffers in 
situations where conformational accommodation 
takes place largely at the receptor, which some have 
argued is the general case.45 

Applications 

The modifications encoded in DOCK2 improve our 
ability to model biological systems37 and design 
novel enzyme inhibitors4 (Shoichet, unpublished re
SUlts; Bodian, unpublished results). The changes in 
matching algorithm give the user more control over 
the depth of search in docking calculations, while 
the lattice scoring makes the program faster and 
leads to more sensible evaluations of orientations. 
The subclustering technique will be useful in systems 
where one wishes to explore particular regions of a 
molecule in detail while downplaying others. Sub
clustering will also significantly improve run time 
efficiency in large sites, and the technique is essen
tial for the docking of two macromolecules, an area 
of current pharmaceutical interest. The focusing 
technique will improve the efficiency of a search, 
judged by the number of complementary orienta
tions per number of matches tried. Focusing will be 
especially useful when highly detailed searches of a 
particular regions are required, as will be the case 
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when trying to reproduce or predict a biological 
complex or when trying to capture particular details 
of a binding interaction. 

CONCLUSIONS 

DOCK2 can reproduce the experimental configura
tions of protein-ligand complexes in a wide variety 
of systems. We have shown how docking can be 
changed from a problem that scales as the fourth 
power of system size to one that scales linearly with 
it. This is achieved by breaking down the description 
of the molecules into independent pieces and con
centrating high-resolution searches of orientation 
space on those regions that return favorable com
plexes at low resolution. 

The success of any feature-based docking scheme 
depends on how descriptors are chosen for matching 
between molecules. We have found that the Fan and 
Cat's Cradle internal distance algorithms work well, 
while the Center of Mass method does not. We have 
described how new routines allow for variable depth 
searches and more efficient scoring of orientations. 
Compared to our previous implementations,7,8 the 
current methods allow faster and more complete 
searches of orientation space. The algorithm is well 
suited to macromolecular docking, which the earlier 
methods were unable to treat. 

The authors thank Elaine Meng, Renee DesJarlais, Rich
ard Lewis, and Andrew Leach for their helpful comments 
throughout this work. Financial support was provided by 
the National Institutes of Health (GM-31497, GM-39552, 
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Abstract We report on the development and valida-

tion of a new version of DOCK. The algorithm has been

rewritten in a modular format, which allows for easy

implementation of new scoring functions, sampling

methods and analysis tools. We validated the sampling

algorithm with a test set of 114 protein–ligand com-

plexes. Using an optimized parameter set, we are able to

reproduce the crystal ligand pose to within 2 Å of the

crystal structure for 79% of the test cases using our rigid

ligand docking algorithm with an average run time of

1 min per complex and for 72% of the test cases using

our flexible ligand docking algorithm with an average

run time of 5 min per complex. Finally, we perform an

analysis of the docking failures in the test set and

determine that the sampling algorithm is generally suf-

ficient for the binding pose prediction problem for up to

7 rotatable bonds; i.e. 99% of the rigid ligand docking

cases and 95% of the flexible ligand docking cases are

sampled successfully. We point out that success rates

could be improved through more advanced modeling of

the receptor prior to docking and through improvement

of the force field parameters, particularly for structures

containing metal-based cofactors.

Keywords Automated docking � Scoring functions �
Structure-based drug design � Flexible docking �
Binding mode prediction � Incremental construction �
Validation

Introduction

Transient non-covalent interactions are critical for bio-

logical processes. The sequencing of a variety of ge-

nomes and the development of proteomics techniques

have enabled scientists to study these interactions on the

widest scales [1]. Advances in X-ray crystallography,

nuclear magnetic resonance spectroscopy, and other

experimental structure techniques provide the ability to

study these interactions at an atomic level of detail [2].

One important application of these advances is the de-

sign of small molecules that interact with cellular pro-

cesses to modify biological activity and treat disease.

D. T. Moustakas and P. T. Lang are joint first authors

Electronic Supplementary Material The structure files for
the test set and the optimized input files used to generate this
data can be found at the DOCK web site
(http://dock.compbio.ucsf.edu).

D. T. Moustakas
Joint Graduate Program in Bioengineering, University of
California, San Francisco, 600 16th Street, Genentech Hall,
Box 2240, San Francisco, CA 94143, USA

D. T. Moustakas
Joint Graduate Program in Bioengineering, University of
California, Berkeley, Berkeley, CA, USA

P. T. Lang � N. Brooijmans
Graduate Program in Chemistry and Chemical Biology,
University of California, San Francisco, 600 16th Street,
Genentech Hall, Box 2240, San Francisco, CA 94143, USA

S. Pegg � E. Pettersen � I. D. Kuntz (&)
Department of Pharmaceutical Chemistry, University of
California, San Francisco, 600 16th Street, Genentech Hall,
Box 2240, San Francisco, CA 94143, USA
e-mail: kuntz@cgl.ucsf.edu

R. C. Rizzo
Department of Applied Mathematics and Statistics, Stony
Brook University, Room 1-101, Stony Brook, NY
11794-3600, USA

123

J Comput Aided Mol Des (2006) 20:601–619

DOI 10.1007/s10822-006-9060-4



The drug discovery process typically requires be-

tween 10 years and 15 years from early discovery until

FDA approval [3]. Computational tools—such as vir-

tual screening, homology modeling and cheminfor-

matics—are applied both to facilitate various stages of

research and to create models that explain experi-

mental data [4–6]. Molecular docking, which can

broadly be defined as the prediction of the orientation

of two molecules with respect to one another, is a

computational technique that has been successfully

used in both of these capacities [7]. In drug design

applications, one molecule is typically a protein or

nucleic acid drug target—the receptor—and the other

is a potential ligand. In these applications, docking is

used to identify novel ligands that interact with a bio-

molecular target and to predict the geometric position

(binding mode) of ligands with respect to the target of

interest.

DOCK background

DOCK is one example of a family of molecular

docking packages available, which includes Glide,

FlexX, and GOLD (Table 1) [8–11]. Each of these

programs consists of two key parts: a search algorithm

and a scoring function. The search algorithm samples

both the relative orientations of the two objects as well

as their conformations. It must be thorough enough to

ensure adequate coverage of the binding free energy

landscape in order to find the global minimum of the

scoring function. The scoring function ranks the vari-

ous geometries generated by the search algorithm,

proposing the top-scoring pose as the global minimum.

It must rapidly evaluate receptor–ligand complex sta-

bility with sufficient accuracy such that the global

minimum of the scoring function agrees with experi-

mental data.

The number of degrees of freedom in recep-

tor–ligand interactions is very large, and several

approximations must be made to ensure that the

docking problem is tractable. Many different

approaches, ranging from freezing non-essential mo-

tions to the use of preferred conformations, have been

developed to reduce the number of degrees of freedom

sampled [12]. In the DOCK algorithm, for example,

the receptor is considered to be conformationally rigid,

requiring only the ligand conformational, translational

and rotational degrees of freedom to be sampled dur-

ing complex formation. This assumption is reasonable

in docking applications in which either the receptor

conformation does not change dramatically upon li-

gand binding or in which the aim is to stabilize a par-

ticular receptor conformation.

In order to guide the search for ligand orientations

with respect to the receptor, a negative image of the

active site volume is created by placing spheres on the

solvent accessible surface area of the receptor, thus

restricting the ligand orientational sampling to the

most relevant region on the surface of the receptor

[13]. To sample the internal degrees of freedom of the

ligand, DOCK uses the incremental construction

algorithm, anchor-and-grow, which separates the li-

gand flexibility into two steps [14, 15], (Fig. 1). First,

the largest rigid substructure of the ligand (anchor) is

identified and rigidly oriented in the active site by

matching its heavy atoms centers to the receptor

sphere centers (orientation). The anchor orientations

are evaluated and optimized using the scoring func-

tion and the energy minimizer. The orientations are

then ranked according to their score, spatially clus-

tered by heavy atom root mean squared deviation

(RMSD), and prioritized (pruning). Next, the

remaining flexible portion of the ligand is built onto

the best anchor orientations within the context of the

receptor (grow). It is assumed that the shape of the

binding site will help restrict the sampling of ligand

conformations to those that are most relevant for the

receptor geometry.

Table 1 Summary of scoring functions and sampling algorithms for commonly used docking programs

Method Ligand sampling methoda Receptor sampling methoda Scoring functionb Solvation scoringc,d

DOCK 4/5 IC SE MM DDD, GB, PB
FlexX/FlexE IC SE ED NA
Glide CE + MC TS MM + ED DS
GOLD GA GA MM + ED NA

a Sampling methods are defined as Genetic Algorithm (GA), Conformational Expansion (CE), Monte Carlo (MC), incremental
construction (IC), merged target structure ensemble (SE), torsional search (TS)
b Scoring functions are defined as either empirically derived (ED) or based on molecule mechanics (MM)
c If the package does not accommodate this option, the symbol NA (Not Available) is used
d Additional accuracy can be added to the scoring function using implicit solvent models. The most commonly used options are
distance dependent dielectric (DDD), a parameterized desolvation term (DS), generalized Born (GB) and linearized Poisson
Boltzmann (PB)
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In order to evaluate a large number of ligand poses

in a reasonable amount of time, approximate scoring

functions must be used. Once again, numerous solu-

tions to this problem have been proposed, including a

variety of empirical and physics-based terms [12].

DOCK uses an energy scoring function based on the

AMBER molecular mechanics force field [14, 16].

Only the interactions between the ligand and protein

are considered, leaving only intermolecular van der

Waals (VDW) and electrostatic components in the

function. Since the receptor is considered to be rigid,

the receptor contribution to the potential energy can

be pre-calculated and stored on a grid [16]. These

approximations enable the program to evaluate large

libraries of small molecules against a receptor in a

reasonable period of time.

This paper describes a new version of the DOCK

program and explores the critical variables that con-

trol its ability to find correct binding modes in a suite

of test problems. Our motivation is to provide a

modular docking package that permits the easy

development of new scoring functions, search algo-

rithms, and analysis tools. Thus, each functional unit

of the DOCK algorithm was implemented as a self-

contained and portable module that interacts with the

user through a well-defined interface (Fig. 2). The

object-oriented language C++ was chosen to allow

each component of the DOCK algorithm to be

implemented as a class, which encapsulates both the

data structures and functions [17]. DOCK 5 incorpo-

rates several new routines, including parallelization of

the algorithm through an external library, modifica-

tion of the ligand structural class to enable greater

user control over sampling, and clustering of the final

results by root mean square deviation. The implica-

tions of these additions will be discussed in this

paper. Additional scoring functions and alternate

sampling techniques have been implemented as

well and will be discussed in future papers (http://

dock.compbio.ucsf.edu).

Previous studies have examined the scoring function

and the matching algorithm of DOCK in detail ([14]

and equations 1–6 in [16]). In this paper, we pay par-

ticular attention to the robustness of the anchor-and-

grow portion of the DOCK algorithm. We seek to

maximize the success of complex structure prediction

by independently optimizing the various steps in the

anchor-and-grow algorithm. In the process, we also

quantify and bound the errors for cases in which flex-

ible docking fails and provide direction for potential

areas of improvement.

Fig. 1 The ‘‘anchor-and-grow’’ conformational search algo-
rithm. The algorithm performs the following steps: (1) DOCK
perceives the molecule’s rotatable bonds, which it uses to
identify an anchor segment and overlapping rigid layer segments.
(2) Rigid docking is used to generate multiple poses of the
anchor within the receptor. (3) The first layer atoms are added to
each anchor pose, and multiple conformations of the layer 1
atoms are generated. An energy score within the context of the
receptor is computed for each conformation. (4) The partially
grown conformations are ranked by their score and are spatially
clustered. The least energetically favorable and spatially diverse
conformations are discarded. (5) The next rigid layer is added to
each remaining conformation, generating a new set of confor-
mations. (6) Once all layers have been added, the set of
completely grown conformations and orientations is returned
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Overview of test set

The validation of any software program requires

careful testing of all aspects of the algorithm and

assessment of its utility in all anticipated applications

of the software. Molecular docking is commonly used

in several modes, namely ligand binding mode pre-

diction, virtual screening, and prioritization of a set

of related compounds based on their affinity. How-

ever, predicting the correct binding mode of a li-

gand–receptor complex is a requisite step for the

successful comparison of different ligands and

therefore will be the focus of this paper. It is

important to note, however, that predicting binding

orientations is not the only metric for the accuracy

and utility of docking algorithms. Optimizing DOCK

for applications, including ranking libraries of small

molecules and calculating absolute free energies

of binding, will be addressed in other papers

(http://dock.compbio.ucsf.edu).

Large-scale validation of docking algorithms was

long hampered by the lack of a large number of high

quality protein–ligand complex crystal structures.

Thanks to advances in automation in molecular biol-

ogy and crystallography, the number of structures in

the Protein Data Bank (PDB) continues to grow at a

rapid pace [18]. The developers of GOLD were first to

test their program on a large number of available

structures [19]. Their test set was compiled using a

number of criteria to select candidate protein–ligand

complex structures. The protein must be of pharma-

cological interest and the ligands must be drug-like. In

addition, complexes were chosen that exhibited inter-

esting and unusual interactions between the ligand and

the protein. The final set of 100 (more recently ex-

panded to 134) protein–ligand complexes has served as

the basis for other, larger test sets [11, 20–22].

More recently, the CCDC/Astex set compiled 305

protein–ligand complex structures by expanding the

original GOLD test set [22]. However, the authors

note that many of the new entries contain larger li-

gands that have more rotatable bonds, making this set

less drug-like. The crystal structures in the CCDC/

Astex set were evaluated for crystallographic errors

and inconsistencies, yielding a ‘‘clean’’ set of 224 pro-

tein–ligand complexes. To create the test set for the

DOCK validation studies, we filtered out 84 complexes

with eight or more rotatable ligand bonds. In addition,

several of the complexes had properties that we felt

made them inappropriate for a validation set. These

issues included ligands that were covalently bound to

the receptor (PDB code 1ASE), ligands with missing

Fig. 2 The major DOCK 5 classes and their interconnections.
The bold arrows denote the connections between the classes that
implement the DOCK sampling algorithm. The path traced by
the arrows illustrates the sequence of operations performed upon
a ligand molecule during docking. The bold lines (without
arrowheads) denote functional connections between classes.
These connections allow one class to call functions implemented
in another. This diagram demonstrates that the classes imple-

menting the DOCK sampling methods are heavily connected to
a layer of classes that implement the physics engine: the force
field, the scoring functions, and the energy minimizers. The thin
lines denote hierarchical relationships between a master class
and modular subclasses. These hierarchical arrangements allow
new functional classes (scoring functions, energy minimizers,
etc.) to be plugged into the existing DOCK algorithm in a
modular fashion
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electron density (PDB code 1EED), and known se-

quence misregistry in the receptor (PDB code 3HVT).

Ligands with vanadium that required VDW types in

which we were not completely confident were also re-

moved. The final test set contained 114 drug-like

complexes (see Methods, Table 2).

Methods

DOCK 4 to DOCK 5 conversion

The new DOCK rigid body orienting code was written

as a direct implementation of the isomorphous sub-

graph matching method of Kuhl et al. [23]. All receptor

sphere pairs and atom center pairs are considered for

inclusion in a matching clique. This is more computa-

tionally demanding than the clique matching algorithm

implemented in previous versions of DOCK that used

a distance binning algorithm to restrict the clique

search, in which pairs of spheres and atom centers were

binned by distance. Only sphere pairs and center pairs

that were within the same distance bin were considered

as potential matches [14]. The new DOCK clique

matching implementation avoids bin boundaries that

prevent some receptor sphere and ligand atom pairs

from matching, and, as a result, it can find good mat-

ches missed by previous versions of DOCK. The rigid

body rotation code was also corrected to avoid a sin-

gularity that occurred if the spheres in the match lay

within the same plane. Both of these changes improved

orientational sampling.

The anchor-and-grow algorithm in the new version

of DOCK was also modified to prevent premature

pruning of the growth tree. The DOCK 5 anchor-and-

grow code was completely rewritten with several dif-

ferences in the implementations between DOCK 4 and

5. The anchor-and-grow implementation in DOCK 5

fixed a series of bugs that caused some branches of the

search to be pruned when they should have been pre-

served for the next round of growth. The mechanism of

minimization of partially grown conformers was also

changed to allow the entire partial conformer to move,

instead of just the latest layer, enabling more accurate

ranking and pruning of the partially grown conformers.

In addition, the simplex minimizer was re-coded

based on the original Nelder and Mead algorithm [24].

The new minimizer implementation consistently found

lower energy minima when using the same set of 1,000

ligand orientations in a receptor, indicating that it was

performing better than the previous version (data not

shown). In addition, we changed the mechanism of

minimization of partially grown ligand conformers to

allow all atoms in the partial conformer to be mini-

mized, rather than only the outermost layer of atoms.

These changes may explain why DOCK 4 performs

more poorly when run with the DOCK 5 optimized

parameters (see below).

The final version of the new DOCK code, including

all functions described below and all bug fixes, was

posted to the DOCK web site as version 5.4.0 (http://

dock.compbio.ucsf.edu). All experiments performed

with the new implementation of DOCK used this

version and will be referred to as DOCK 5 for conve-

nience. All experiments performed with the previous

version of DOCK used version 4.0.1 and will be re-

ferred to as DOCK 4.

Conversion of the DOCK codebase from C to C++

The design of the new DOCK 5 architecture balances

the speed of the code, or computational performance,

against its modularity and extensibility. The code was

developed using ANSI C++ to ensure portability across

multiple platforms [17]. The only external library used

by DOCK 5 is MPICH for parallel processing [25]. To

enable easy modification or replacement of DOCK 5

algorithm components, the DOCK 5 class structure

was designed so that there are classes for each major

DOCK algorithm function, and these classes interface

with each other by passing instances of the DOCK 5

molecule class. Within the major functions, there are

two layers of classes: those that implement the ligand

sampling functions—rigid orienting, conformational

searching, and minimizing—and those that implement

Table 2 Complexes used in the test set (total of 114 complexes)

Protein data bank identifier
1A28 1COM 1FLR 1OKL 1TYL 2MCP
1A6W 1COY 1HAK 1PBD 1UKZ 2PCP
1A9U 1CPS 1HDC 1PDZ 1ULB 2PHH
1ABE 1D3H 1HSL 1PHD 1WAP 2PK4
1ABF 1D4P 1HYT 1PHG 1XID 2TMN
1ACJ 1DBB 1IMB 1PTV 1XIE 2YPI
1ACM 1DBJ 1IVB 1QCF 1YDR 3CPA
1ACO 1DG5 1LAH 1QPE 2AAD 3ERD
1AI5 1DID 1LCP 1QPQ 2ACK 3GPB
1AOE 1DOG 1LDM 1RNT 2ADA 3HVT
1AQW 1DR1 1LST 1ROB 2AK3 4AAH
1AZM 1DWB 1LYL 1RT2 2CHT 4COX
1BYG 1EBG 1MDR 1SNC 2CMD 4CTS
1C5C 1ETT 1MLD 1SRJ 2CPP 4FBP
1C5X 1F0R 1MRG 1TDB 2CTC 4LBD
1C83 1F0S 1MRK 1TNG 2DBL 5ABP
1CBX 1F3D 1MUP 1TNH 2GBP 5CPP
1CIL 1FGI 1NGP 1TNI 2H4N 6RNT
1CKP 1FKI 1NIS 1TNL 2LGS 7TIM

J Comput Aided Mol Des (2006) 20:601–619 605

123



the underlying physics engine—the force field defini-

tions and the scoring functions. The sampling classes

are applied sequentially to the ligand molecule; the

physics engine classes are utilized by the sampling

classes to score the ligand–receptor interaction after

each step.

As a specific example of modularity, the DOCK 5

scoring functions are implemented as a master score

class with five scoring function subclasses. The master

score class acts as an interface to the scoring subclasses,

enabling the user to designate primary and secondary

scoring functions at runtime. This design was chosen

because the individual scoring functions were best

implemented as individual classes; they each require

different input and use different internal data struc-

tures. While they could have been implemented into

one large scoring class, the result would have been

quite large and disjoint. This solution was also applied

to the ligand conformational search, energy minimi-

zation and post-docking analysis classes.

The DOCK 5 molecule class was designed to con-

tain the minimum information required to specify a

three-dimensional ligand conformation (atom coordi-

nates, bond connectivity, atom partial charges, atom

types and bond types) to minimize the memory re-

quired to store a molecule, allowing large arrays of

molecules to be stored in RAM. Standard C-style ar-

rays were used to store the molecular data to maximize

the speed of accessing this information.

Test set preparation

The proteins and ligands were extracted from the PDB

files, which were downloaded from the PDB website

(www.rcsb.org, Table 2). The ligands were assigned

atom types and bond types manually, and hydrogens

were added using Sybyl [26]. Subsequently, AM1-BCC

partial electrostatic charges were calculated using the

Antechamber package distributed with Amber 8 [27,

28]. The number of rotatable bonds of each of the li-

gands was measured using DOCK, and ligands

with > 7 rotatable bonds were eliminated from the test

set. We choose seven or fewer bonds to give a rea-

sonable representation of DOCK’s performance using

compounds similar to those of most interest in drug

discovery [29–31]. The final test set that was used

consisted of 114 non-covalent protein–ligand com-

plexes [32] (Table 2).

For the proteins, we removed all waters, covalently

linked sugars, sulfates, and halogens that were not

part of the ligand. Co-factors, such as heme, ATP,

and NADPH, were kept, atom and bond types were

assigned manually, and Gasteiger–Hückel partial

electrostatic charges were calculated using the

‘‘Compute’’ module in Sybyl [26, 33, 34]. Ions, such as

calcium and zinc, were considered to be part of the

protein and the correct charge was assigned manually.

Different VDW parameters for zinc were used

depending on the coordination state of the zinc atom

in the protein–ligand complex (Table 3). Hydrogens

were added to the protein residues using the ‘‘Bio-

polymer’’ module in Sybyl, as were AMBER partial

charges and VDW parameters [26, 37]. No additional

optimization of the protein structure was carried out

at this point.

The GRID accessory program of DOCK was used

to pre-calculate scoring function potential grids [16].

All parameters were set to default parameters, except

for the ‘‘energy_cutoff_distance,’’ which was set to

9,999, resulting in the inclusion of all protein atoms in

the energy calculation. For matching, the dms program

was used to generate a molecular surface for each

receptor [38]. The SPHGEN accessory program of

DOCK was used to create a negative image of the

surface using spheres [39, 40]. For the purpose of this

validation study, a general procedure was established

to generate a sphere cluster for every protein in the test

set. In this procedure, we select all the spheres found

within 10 Å of any ligand atom. The receptor box

delimiting the active side was calculated with the

accessory program SHOWBOX using the sphere set

with an additional 5 Å boundary. We have explored

additional box sizes ranging from 1 Å to 9 Å padding

and found that there is little sensitivity to the exact

padding amount (i.e. success rate for rigid ligand

docking of 80 ± 1%, time increase 10% with padding

size increase, and an average test set energy of -

50 ± 0.1 DOCK units). The final procedure creates

sphere sets with an average of 101 docking spheres and

boxes of ~20 Å3. These receptor sphere sets are larger

than what one would typically use in most docking

applications. This adds stringency to our testing of

DOCK 5 by increasing the orientational and transla-

tional space that it must search.

Table 3 Zinc VDW parameters used to generate grids

Tetra-coordinated Zinca

Radius 1.700 Å
Well depth 0.067 kcal/mol
Penta-coordinated Zincb

Radius 1.100 Å
Well depth 0.0125 kcal/mol

a Parameters used for receptors with tetra coordinated zinc ions
[35]
b Parameters used for receptors with penta coordinated zinc ions
[36]
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Optimized hydrogen locations for test set receptors

To assess the effect of hydrogen placements on dock-

ing outcomes, we also optimized the hydrogen atom

placement and hydrogen-bonding network for the

receptor using the ‘‘Dock Prep’’ module in Chimera

[41]. In this module, the hybridization states of the

non-hydrogen atoms of a PDB structure are deter-

mined by an enhanced version of the IDATM atom-

typing algorithm [42]. Then, all hydrogens that can be

unambiguously positioned are added to the file. To

assist in positioning ambiguous hydrogens, hydrogen-

bonding interactions are examined. The definitions of

hydrogen-bonding donors and acceptors as well as

hydrogen-bonding angle and distance criteria are based

on the values found in Mills and Dean [43]. Relevant

hydrogen bonds (H-bonds) are examined from shortest

to longest, with satisfaction of shorter bonds having

priority. For H-bonds where it is unclear which end is

acting as the donor (e.g. water–water), use of that bond

is postponed until either end is resolved further,

though any lower-priority bonds that conflict geomet-

rically with the postponed bond are eliminated from

consideration at that time. If neither end is resolved by

other interactions, the ambiguity is decided arbitrarily.

Should examination of H-bond interactions not com-

pletely determine the positions of all of the hydrogens

bound to a heavy atom, they are positioned to first

satisfy potential H-bond interactions, then any

remaining hydrogens are positioned to avoid steric

clashes with other atoms. For histidine residues, nor-

mally one nitrogen will be protonated (chosen based

on H-bond/steric considerations); however if both ring

nitrogens are H-bond donors, they will both be pro-

tonated.

Selection of active site waters

All waters within 3 Å RMSD of any ligand heavy atom

were selected. These waters were included as part of

the receptor. The new receptor–water complexes were

then subjected to the same hydrogen bonding optimi-

zation as above.

DOCK parameter optimization

To characterize the performance of DOCK 5 in

regenerating known complex structures, we explored

the optimum parameters for use with rigid and flexible

ligand docking strategies (see Appendix 1). Unless

otherwise stated, all docking experiments were carried

out on 2.2 GHz dual processor Opteron 828s running

Linux Fedora Core 3. The code was compiled using

open-source GNU compilers (http://www.gnu.org).

The optimized parameters have been implemented as

the defaults. We note that our primary criterion for

optimization was success in finding the proper ligand

geometry and not the CPU time required per com-

pound. Unless otherwise stated, these parameters were

used for all experiments in this paper.

Greedy clustering of conformational ensemble

The greedy clustering algorithm is designed to elimi-

nate redundant ligand orientations from consideration.

DOCK generates a set of ligand orientations that are

ranked by the scoring function. The RMSD between

each ligand orientation in the list is calculated. If the

RMSD between two ligand orientations falls within the

clustering threshold, the second orientation is assigned

to a cluster with the first. The first ligand orientation is

selected and compared to all subsequent unclustered

orientations in the list; this process is repeated until the

last unclustered orientation has been selected. Once

the entire list has been processed, only the best scoring

ligand pose in each cluster, designated as the cluster

head, is retained.

Evaluation of MPI functionality

Parallel processing is fully integrated into the DOCK

calculation. The DOCK program starts a single master

node and a set of processing nodes. The master node

performs file processing and molecule input/output,

whereas the processing nodes perform the actual

docking calculations. If the number of processors is set

to 1, the code defaults to non-MPI behavior. As a re-

sult of this configuration, there will be minimal differ-

ence in performance between 1 and 2 processors.

Improved performance will only become evident with

more than two nodes. It should be emphasized that the

primary benefit in using DOCK 5 in parallel mode is to

reduce bookkeeping tasks associated with manually

splitting up a database into multiple chunks, which

then must be submitted to different processors indi-

vidually. DOCK 5 automatically partitions out subsets

of a database to various nodes, collates and ranks the

final results, and takes care of all intermediate book-

keeping.

To gauge the performance of parallelization of the

DOCK 5 algorithm, two small subsets of the NCI

database from the ZINC database were constructed

[25, 44]. The two subsets, one containing 500 and the

other 1,000 small molecules, were filtered to have £5

and £14 rotatable bonds, respectively. The receptor

used as a target for this study was HIV-1 reverse
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transcriptase in complex with nevirapine (PDB code

1VRT). Because the receptor was not part of the test

set, nevirapine was flexibly redocked using the opti-

mized parameters, which yielded a ligand orientation

0.28 Å RMSD from the crystal structure orientation.

In addition, a library consisting of 1,000 copies of ne-

viripine was generated to remove dependence on the

order and size of the compound library. All parallel-

ization study calculations were executed at the Com-

putational Science Center at Brookhaven National

Laboratory (http://www.bnl.gov/csc) on a cluster con-

sisting of 34 nodes with dual 3.2 GHz Xeon processors

running Linux. Tests were performed using between 2

and 68 nodes. The code was compiled using open-

source GNU compilers and MPI software mpich ver-

sion 1.2.7 from Argonne National Laboratory (http://

wwwunix.mcs.anl.gov/mpi/mpich).

Results

We first consider the results of rigidly docking ligands,

which used a conformation taken directly from the

complex crystal structure, to the complex crystal

structure conformation of the receptor. We then pres-

ent the results of flexible ligand docking tests. In each

case, we consider (a) the overall performance of each

sampling algorithm, (b) the ability of each algorithm to

reproduce the crystal ligand orientation as the top-

scoring pose, (c) the effect of the initial ligand con-

formation on the performance of the algorithm, (d) any

additional information contained in the set of all

sampled ligand orientations, and (e) the ability to ex-

tract additional information by clustering docking re-

sults. We also compare the performance of DOCK 5 to

equivalent DOCK 4 experiments. Finally, we analyze

the cases in which DOCK 5 fails to reproduce the

crystal structure and propose some directions for

improvement of both the DOCK algorithm and our

test set preparation method.

Rigid ligand docking

Overall performance

Unless otherwise noted, all experiments described in

this section involved rigid docking of the complex

crystal structure ligand conformation to the receptor

complex crystal structure. For each case in the test set,

the heavy atom RMSD between the top-scoring

docked ligand pose and the complex crystal structure

ligand pose was evaluated. A DOCK 5 run was con-

sidered to be successful for cases in which the RMSD

between for the top-scoring ligand orientation and the

crystal ligand orientation was less than 2.0 Å. DOCK 5

selects the correct pose as the lowest energy structure

for 79% (90/114) of the test cases using the rigid

docking protocol with an average time of 55 s per

complex.

Dependence on ligand conformation

An ensemble of ligand conformations was generated

using the anchor-and-grow algorithm to apply changes

of each of the ligand’s rotatable bonds. This expan-

sion generated a conformation ensemble for each li-

gand that covered all torsional parameters that

DOCK samples. Each generated conformation was

rigidly docked to the receptor, and the results from all

the dockings were binned according to the magnitude

of the ligand’s conformational perturbation (Fig. 3a).

The curve shows dramatic and continual decrease in

the success rate as the perturbation magnitude in-

creases with little success for any ligand conforma-

tions greater than 0.5 Å heavy atom RMSD away

from the crystal conformation. Therefore, any con-

formation generation method must generate ligand

conformations within 0.5 Å heavy atom RMSD of the

crystal conformation for rigid docking to have a rea-

sonable chance to succeed.

Analysis of total orientational ensemble

To this point, we have disregarded ‘‘near misses,’’

which we define as any generated orientations within

2 Å RMSD from the crystal structure that are close to

the top of the ranked conformation list, but are not the

best scoring poses. We can examine the remaining

poses either by including all poses that differ by a fixed

energy unit from the most favorable geometry or by

including those that differ by a fixed number of ranked

poses from the most favorable energy. In order to

quantify the extent of these partial successes, all gen-

erated ligand poses for each test case were preserved

and sorted by their energy scores.

An energy gap is defined as the difference between

the DOCK score of the top scoring ligand orientation

and the score of a ligand ranked further down the list.

Considering all docked ligand orientations with an

energy gap of 2.5 DOCK units—an average of five li-

gand orientations—increases the rigid ligand docking

success rate to 90% for the entire test set, while an

average of 50 orientations increase the rigid docking

success rate to 99% (Fig. 4a, b). These results indicate

that the orienting method samples near-crystal ligand

orientations well, but the current energy scoring func-
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tion cannot discriminate well between the top-ranked

orientations.

Geometric clustering of poses

Each ligand conformational ensemble was spatially

clustered according to inter-pose RMSD values (see

Methods section for algorithm details). After examin-

ing a range of potential cut-offs, an optimal value of

1.0 Å was chosen (Fig. 5). Using this clustering

threshold, only 15 clusterheads are required to achieve

a success rate of 99%, compared with the top 50

ranked unclustered orientations. This result is encour-

aging, suggesting that the clustering helps sort through

the conformers efficiently.

Flexible ligand docking

Overall performance

Unless otherwise noted, all experiments described in

this section involved flexible docking of the ligand to

the receptor complex crystal structure. As with the ri-

gid docking tests, the heavy atom RMSD between the

a) b)
Fig. 3 (a) Rigid docking
success rates (n)—as
calculated by any
conformation being within
2 Å heavy atom RMSD of the
complex crystal
orientation—shown as a
function of the ligand internal
conformation perturbation
magnitude (RMSD). (b)
Flexible growth success rates
(S)—as calculated by any
conformation being within
2 Å heavy atom RMSD of the
complex crystal
orientation—shown as a
function of the magnitude of
the anchor perturbation
(RMSD)

a) b)
Fig. 4 (a) The rigid (n) and
flexible (S) docking success
rate as a function of the
DOCK score energy gap
(kcal/mol) for all conformers
generated. (b) The rigid and
flexible docking success rate
as a function of the number of
ranked conformers examined
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top-scoring docked ligand pose and the complex crystal

structure ligand pose was evaluated for each complex

in the test set. The success rate over the entire test set

using the optimized flexible ligand anchor-and-grow

protocol was 72% (82/114) with an average time of

314 s per complex.

Dependence on anchor position

The anchor-and-grow algorithm belongs to the set of

incremental construction algorithms for searching li-

gand conformational space [14, 15]. It uses a rigid

docking step for the ‘‘anchors’’ to identify likely anchor

positions (anchor orienting), and a torsion angle search

step to generate ligand conformations rooted at the

previously identified anchor positions (flexible growth).

In order for flexible docking to succeed, both of these

individual steps must be successful.

To measure the dependence of success rate on the

precision of the anchor location, the crystal position of

the anchor for each complex in the test set was per-

turbed randomly from 0 Å to more than 10 Å. Each

perturbed anchor position was then considered as the

starting point for flexible growth (Fig. 3b). With the

anchor starting less than 0.5 Å heavy atom RMSD

from the crystal orientation, the growth algorithm can

find the experimental orientation 99% of the time.

However, the results demonstrate a rapid decrease in

success rate as the anchor is moved further away from

its crystal structure position, decreasing to 76% at

1.0 Å perturbation down to 54% at 2.0 Å. These data

imply that if the flexible ligand docking algorithm can

place the anchor within 0.5 Å heavy atom RMSD of

the crystal anchor position, DOCK 5 has a very high

probability of successfully predicting the full binding

mode correctly.

Analysis of total conformational ensemble

We examined the entire ensemble of conformers gen-

erated by flexible docking, as we described previously

in the rigid ligand docking analysis. Considering all

docked ligand conformations with a 2.5 DOCK unit

energy gap—an average of five ligand orienta-

tions—increases the success rate to 82%, while an

average of 100 orientations increasing the success rate

to 95% (Fig. 4a, b). Again, these results indicate that

the sampling density produced by the optimized

parameters is quite high, but there is little discrimina-

tion between very similar poses by the current scoring

function.

Geometric clustering of poses

As with the rigid ligand docking tests, each confor-

mational ensemble was spatially clustered according to

interpose RMSD (see Methods section for algorithm

details). A clustering threshold of 1.0 Å, as determined

in the rigid docking section, was used (Fig. 5). Using

this clustering threshold, only 50 clusterheads must be

examined to reach a success rate of 95% as compared

to 100 purely ranked orientations. Once again, this

result is encouraging, as it requires a small number of

ligand poses to be retained for rescoring with more

a) b)Fig. 5 The rigid (filled) and
flexible (open) docking
success rate as a function of
the number of cluster heads
examined. Clusters with
heavy atom RMSD cutoffs of
1.0 Å (d), 3.0 Å (m), and
5.0 Å (r) were compared
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advanced scoring functions that are better at discrimi-

nating between very similar ligand poses.

Comparison to DOCK 4

Using the optimized DOCK 5 parameters, we per-

formed the same rigid and flexible ligand docking

experiments on the entire test set using the last avail-

able version of DOCK 4. The performance of the

current implementation of DOCK 5 compared favor-

ably with the DOCK 4 performance (Table 4). We

attribute the improved accuracy in performance to

improvements outlined in the Methods Section. How-

ever, when comparing the speed of docking experi-

ments between DOCK 4 and DOCK 5, DOCK 4 is

fivefold faster for rigid docking and 30-fold faster for

flexible ligand docking than DOCK 5 (Table 5). We

attribute this increased calculation time to extra stages

of minimization and sampling in DOCK 5, as well as

additional overhead necessary to preserve the modu-

larity of the code (see Methods).

Comparison to other docking methods

Developers of Glide, GOLD and FlexX have also

evaluated their methods using similar test sets and

made some of their analyses available [9, 45, 46]. Based

on this data, we note that DOCK’s flexible docking

success rate of 70% is comparable to Glide’s and

FlexX’s success rates of 82% and 61%, respectively

(Table 6). Unfortunately, GOLD has not posted the

results for the entire CCDC/Astex test set, so a com-

plete comparison could not be made. However, for the

subset of the test set they did report, DOCK’s success

rate of 67% is once again reasonable as compared to the

success rate of 77% for GOLD, considering that the

DOCK scoring function does not use either empirically

weighted parameters or adjustable parameters.

Analysis of successes and failures of docking

protocols

Docking failures can be categorized into two catego-

ries: sampling (soft) and scoring (hard) failures [47].

For scoring failures, an orientation near the crystal

structure was sampled in the course of the DOCK run,

but the scoring function failed to rank it at the top of

the list. A sampling failure indicates that the DOCK

run failed to sample any orientations within 2 Å

RMSD of the crystal structure. The major caveat of

this classification scheme is the assumption that the

model of both the receptor and the ligand, including

the VDW parameters, electrostatics, and hydrogen

orientations and protonation states, reflect those that

occur in the experimental structure [48]. Here, we

analyze the flexible docking ligand failures within the

sampling-scoring classification scheme.

Failures resulting from receptor modeling/structural

problems

The original CCDC/Astex test set was filtered for

experimental errors using a variety of metrics [22]. We

plotted the flexible ligand success rate as a function of

various metrics of the quality of the X-ray structures to

determine if the selection criteria were appropriate for

testing the DOCK algorithm (Fig. 6). There appears to

be at best a weak correlation between the RMSD of

the best scoring DOCK pose and either crystal reso-

lution or b-factor of active site or backbone atoms,

indicating that the cut-offs chosen for the original set

were reasonable for docking purposes.

We next explored whether specific atom types caused

problems with the DOCK force field terms by corre-

lating the test set success rate with the presence and type

of active site cofactor (Table 7). The only clear problem

involved metal ions in the receptor. These structures

showed a much lower success rate, accounting for nearly

half of both the rigid and flexible ligand docking failures.

However, there still are a number of failures in the

portion of the test set without cofactors in the active site

that require further characterization. Unless otherwise

mentioned, all studies below were performed on this

subset, referred to as the Cofactor Free (CF) subset.

Table 4 Success based on DOCK version (see Methods)

DOCK version Rigid ligand Flexible ligand

4.0.1 71.9% 42.1%
5.4.0 79.0% 71.9%

Table 5 Average length of time in seconds for docking calcu-
lation using the optimized parameter set (see Appendix 1)

Average Minimum Maximum

DOCK 4 rigid lig 10.9 ± 12.1 0.99 66.8
DOCK 4 flexible lig 7.1 ± 6.04 0.44 33.5
DOCK 5 rigid lig 55.4 ± 37.5 6.0 198.0
DOCK 5 flexible lig 314.7 ± 449.8 2.0 2638.0

Table 6 Comparison of DOCK success rates to other docking
programs for flexible ligand docking

Program No. of complexes Success DOCK success

GOLD 43 77% 67%
Glide 71 82% 70%
FlexX 71 61% 70%
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For all members of the test set, the experimental

resolution of the crystal structures was too poor to

identify hydrogen atom locations. We originally mod-

eled the hydrogen atom positions using a rule-based

method. To test this scheme, we applied a more ad-

vanced hydrogen addition procedure that accounted

for steric clashes and hydrogen-bonding networks to

the CF subset (see Methods). As a follow-up, we as-

sumed all crystallographically bound waters found

within 3 Å of any ligand heavy atom were critical for

binding and included them in the receptor model as

well. We found that both of these procedures improved

the flexible ligand docking success rate (Table 8).

Failures resulting from ligand flexibility

In addition to the selection criteria imposed on the

original test set, we also filtered out complexes in

which the ligand had greater than seven rotatable

bonds (see Methods). We reexamined this choice on

the CF subset by plotting the rigid and flexible ligand

docking success rate as a function of the number of

flexible bonds (Fig. 7). As expected, the results show a

decrease in the success rate with increasing ligand size,

but with no dramatic drop-off.

Sampling versus scoring failures

We now return to classification of DOCK failures

based on scoring and sampling classifications [47].

First, we examined the test set failure cases with active

site cofactors (Table 9). Within this set, nine examples

were scoring failures for both rigid and flexible ligand

docking, indicating that new VDW and electrostatic

parameters need to be developed for magnesium,

heme groups, and some coordination states of zinc. In

addition, there were three flexible ligand scoring fail-

ures that were rigid successes, thus suggesting that the

flexible algorithm was able to identify additional ori-

entations with better scores than the experimental li-

gand orientation. Only two flexible ligand docking

cases were sampling failures. We expected flexible li-

gand docking sampling failures due to the increased

ligand degrees of freedom compared with rigid ligand

docking, but it does not appear to be a severe problem

in this test set containing ligands with less than eight

Fig. 6 Correlation of flexible
ligand success (filled) and
failure (striped) rates with
crystallographic resolution
(Å) and experimental
B-factor (Å2). For active site
B-factors, the active site was
defined as any atom within
9 Å of the experimental
ligand orientation

Table 7 Success as function of active site cofactor

Total count Rigid
success

Flexible
success

Entire test set 114 79.0% 71.9%
CF subset 76 81.6% 76.3%
Active site cofactor 38 73.7% 63.2%
Active site metal cofactor 28 64.3% 50.0%

Table 8 Flexible ligand success as function of CF test set
preparation (total of 76 complexes)

Test set preparation technique Success

Standard 76.3%
Hydrogen optimization 78.9%
Active site waters + hydrogen optimization 80.3%
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rotatable bonds. Finally, one of the rigid ligand dock-

ing scoring failures was a flexible ligand success. In this

case, there was a large VDW clash between one of the

ligand atoms and the receptor. The anchor-and-grow

algorithm was able to build the ligand in the active site

to avoid this clash, which the rigid ligand docking

algorithm could not accommodate.

We repeated this analysis with the CF subset

(Table 10). Here, there was one rigid ligand docking

sampling failure, which also failed for flexible ligand

docking. Upon closer examination of the receptor site,

a residue making critical interactions with the ligand

was not resolved in the experimental complex structure

(PDB code 1A6W). We anticipate that there may not

be enough contacts to correctly place the molecule.

Seven examples were scoring failures for both rigid and

flexible ligand docking. In this subset, though, we

cannot attribute the failure to unusual atom types,

indicating that the scoring function is incorrectly

modeling some portion of the energy landscape. There

were also seven scoring failures for flexible ligand

docking that were successes for rigid ligand docking,

once again suggesting that the flexible docking algo-

rithm identified additional orientations that scored

better than the experimental orientation.

As in the cofactor set above, there were only three

additional flexible ligand docking sampling failures.

One of these was also a scoring failure in rigid ligand

docking, implying that this failure case may actually be

due to a combination of both sampling and scoring

factors. The remaining two flexible ligand docking

sampling failures once again indicate that the flexible

algorithm was able to identify alternative orientations

that scored better than the crystal complex orientation.

Finally, five rigid ligand docking scoring failures were

flexible ligand dockings successes, signifying that the

b)

a)Fig. 7 Rigid and flexible
docking success (filled) and
failure (striped) rates as a
function of the number of
rotatable bonds in each ligand
in CF test set

Table 9 Comparison of success and failure cases of both rigid
and flexible docking for complexes in test set with cofactors in
active site (total of 36 complexes)

Rigid
sampling
failure

Rigid
scoring
failure

Rigid
success

Flexible sampling failure 0 0 2
Flexible scoring failure 0 9 3
Flexible success 0 1 23

Table 10 Comparison of success and failure cases of both rigid
and flexible docking for complexes in CF subset (total of 76
complexes)

Rigid
sampling
failure

Rigid
scoring
failure

Rigid
success

Flexible sampling failure 1 1 2
Flexible scoring failure 0 7 7
Flexible success 0 5 53
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flexible ligand docking algorithm is able to compensate

for intermolecular clashes in the active site of the

experimental structure that the rigid ligand algorithm

simple cannot accommodate (data not shown).

Analysis of DOCK score for docking protocols

To analyze the ability of DOCK to reproduce the li-

gand–receptor interaction energy as measured by the

DOCK scoring function, we plotted the score from the

top-ranking pose for both rigid and flexible ligand

docking that were successful against the DOCK score

of the complex crystal structure (Fig. 8a, b). Each

crystal structure ligand was minimized with 1,000 steps

of the DOCK simplex minimizer. The significant fea-

ture of both plots is that the docked pose generally

scores more favorably than the minimized crystal

structure. When rigid ligand docking is compared with

flexible ligand docking, the flexibly docked ligand

conformations almost always have a lower score

(Fig. 8c). These results indicate that increasing the

amount of ligand orientational and conformational

sampling increasingly identifies deeper wells in the

binding energy landscape. When we plotted the flexible

ligand success rate against the minimized crystal score,

there was little correlation, though DOCK was ob-

served to perform better using crystal structures with

scores more negative than –20 DOCK units (Fig. 8d).

This lack of correlation indicates that, while having a

negative interaction energy for the crystal structure

will increase the probability of DOCK finding the

correct binding orientation, this metric is not a good

predictive indicator of DOCKing success.

Database docking using MPI

Substantial speedup is observed for up to about 14

processors for the 500 compound library and 18 pro-

cessors for the 1,000 compound library (Fig. 9). Inter-

estingly, the library with 1,000 copies of neviripine

shows almost perfectly parallel behavior up to 68

processors. We hypothesize that the speedup for the

heterogeneous libraries will continue to approach ideal

as larger libraries with increased numbers of rotatable

bonds are used, but will never be completely linear due

to overhead from input and output and lag resulting

from communication between the nodes.

Discussion

In this paper we have described a new version of the

DOCK program. Our main purpose was to develop

modular code that was straightforward to modify and

c)a)

b) d)

Fig. 8 (a) Successful rigid
ligand docking scores (kcal/
mol) as a function of
minimized crystal structure
ligand scores (kcal/mol),
(b) Successful flexible ligand
docking scores (kcal/mol) as a
function of minimized crystal
structure ligand scores (kcal/
mol), (c) Successful flexible
ligand docking energy scores
(kcal/mol) as a function of
successful rigid ligand
docking energy scores (kcal/
mol), (d) Comparison of the
RMSD between all top
ranked flexible ligand
orientations and the
minimized crystal ligand
orientations to the minimized
crystal interaction energy as
measured by the DOCK score
(kcal/mol)
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which showed improved performance over the old

version. By using an object-oriented language for

DOCK 5, we were able to accomplish this goal, and we

demonstrate, here, how routines such as the simplex

minimizer and the clustering algorithm can be added or

replaced without changes in other parts of the pro-

gram. The successful parallelization of the calculation

and the addition of post-processing clustering were

simple but useful modifications to the algorithm, which

encourages further investigations and algorithm

experimentation.

The performance of DOCK 5 on a curated test set of

114 protein–ligand complexes proved to be superior to

DOCK 4, with an over-all success rate of 79% for rigid

ligand docking and 72% for flexible ligand docking,

compared with 72 and 42%, respectively for DOCK 4.

We ascribe the improvements to significant changes in

the flexible search sampling and pruning procedures

and to code corrections. The difference in performance

of DOCK 5 for rigid and flexible docking is relatively

modest (79% vs. 72%) even though the search for

flexible ligands includes both configurational and con-

formational spaces. Using the receptor structure to

prune the conformational search tree is clearly a rea-

sonably efficient procedure. Although, the DOCK 5

code takes longer on average to run a calculation than

DOCK 4, we feel this drawback is balanced by the

improved results and the modularity of DOCK 5. Ef-

forts to increase throughput are underway.

We also wish to stress the importance of having a

high quality test set for evaluation of docking pro-

grams. X-ray crystallography typically provides essen-

tial but incomplete data for the calculations we wish to

carry out. For example, in the majority of cases,

hydrogen positions must be determined. In other cases,

critical water molecules must be placed and some

residues need to be modeled where experimental data

is lacking. The ligand conformations may also contain

significant uncertainties. Finally, we must be aware of

the inherent assumptions underlying the force field

parameters used in the molecular modeling steps. All

of these considerations speak to the need for careful

inspection of test set complexes. Our results demon-

strate this issue: the success rate for reconstitution of

the complex geometries was shown to depend on the

nature of the cofactors, the optimization of hydrogen

placements, and the inclusion of critical waters.

The primary result that emerges from the analysis of

the docking failures is that the current force field re-

quires improvement, particularly in the treatment of

metal-containing cofactors. We also note that binding

conformations and configurations are determined by the

free energy of the system while we are only, at best,

estimating the enthalpy. Finally, we do identify a few

situations in flexible ligand docking where the confor-

mational sampling is insufficient. A test set with ligands

containing more than seven rotatable bonds would,

presumably, show an increase in these sampling failures.

We hypothesize that the key weakness is the pruning

algorithm, which we will explore in future studies.

What are the routes to improvement? An obvious

starting point is the use of more accurate methods for

preparing experimental structures, including tools for

accurate pKa prediction and de novo identification of

critical waters. For the docking calculation itself, it

would be helpful to improve VDW and electrostatic

parameters for all atoms heavier than oxygen, partic-

ularly for metal atoms. Ideally, one would directly in-

clude charge polarization and ligation geometry in the

force field. In addition, modifications to the force field

to better approximate the free energy—e.g. general-

ized Born or Poisson Boltzmann implicit solvation

electrostatics with surface area corrections to account

for the hydrophobic effect—would also improve mod-

eling accuracy. The DOCK 5 platform is positioned to

enable future developments and work is underway to

incorporate them into future releases.

Conclusions

In this study, we have evaluated a new version of

DOCK. We have found that it predicts binding

geometries of a structurally diverse test set comparably

Fig. 9 Speedup (calculated as length of time for calculation on a
single processor/length of time for calculation on n processors)
for docking a library of 500 different small molecules (s), 1,000
different small molecules (M), and 1,000 copies of nevaripine (S)
using flexible ligand docking as a function of the number of
processors in MPI mode. A perfectly parallel calculation (–) is
plotted for comparison
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to similar algorithms and better than the previous

version of DOCK. Simultaneously, we have thoroughly

explored the sampling portions of the algorithm and

found that the majority of binding pose prediction

failures is a result of scoring function deficiencies. In

further exploration of these failures, we have deter-

mined that the docking success seems to be a function

of whether there are alternative orientations that score

well—as defined by the scoring function—rather than

the interaction energy of the experimental structure

itself. Finally, we have implemented new functional-

ities and shown that they improve the success rates of

both rigid and flexible ligand docking. In general, we

have a new tool that not only performs well on a typical

test set but is an ideal tool to explore any number of

new algorithms in the context of the molecular docking

problem.
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Appendix 1

Rigid docking parameter optimization

The parameters listed in Appendix 1 control the

sampling of ligand poses within the receptor active site

during rigid ligand docking. The parameters that con-

trol the step sizes for the simplex minimizer

(simplex_trans_step, simplex_rot_step, and sim-

plex_tors_step) were optimized in a previous study and

were held at those values [14, 49]. For the remaining

parameters—the number of orientations (max_orien-

tations) and the number of minimization steps (sim-

plex_final_max_iterations)—a series of rigid ligand

docking experiments were performed to optimize the

DOCK score for the top ranking pose averaged over

the entire test set and the success rate, defined as the

orientation of the top ranking pose being within 2 Å

heavy atom RMSD from the crystal ligand. The success

rate and DOCK scores initially improved as the num-

ber of orientations and the amount of minimization

increased and then converged (Fig. 10). We selected

the lowest converged values—1,000 orientations and

1,000 minimization steps—as optimal.

Flexible docking parameter optimization

For the more complex flexible ligand algorithm, the

parameter optimization was performed first on the

anchor docking, and the best parameters were then

used for optimizing the growth. The parameters that

control the sampling in both these steps are listed in

Appendix 2. As for rigid ligand docking, the

parameters that control step sizes for the simplex

minimizer were set to the previously defined optimal

values.

Fig. 10 Optimization of parameters for rigid ligand docking.
Parameters of 50 (h), 100 (s), 1,000 (O), and 10,000 (.)
minimization steps (simplex_final_max_iterations) are examined
as a function of the number of orientations (max_orientations)

Appendix 1 Description of and optimized default values for parameters that affect rigid ligand docking

Parameter name Parameter description Value

max_orientations The number of ligand poses sampled by the rigid orienting algorithm 1,000
simplex_score_converge The score threshold used to determine simplex convergence 0.1
simplex_trans_step The maximum initial translation step size for the simplex minimizer 1.0 Å
simplex_rot_step The maximum initial rotational euler angle step size for the simplex minimizer 0.1 radian
simplex_tors_step The maximum initial dihedral angle step size 10�
simplex_final_max_iterations The maximum number of simplex iterations 1,000
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The first step in the anchor-and-grow algorithm is

ring identification or anchor segmentation. All bonds

within molecular rings are treated as rigid. This clas-

sification scheme is a first-order approximation of

molecular flexibility, since some amount of flexibility

can exist in non-aromatic rings. To treat such phe-

nomena as sugar puckering and chair-boat hexane

conformations, the user needs to supply each ring

conformation as a separate input molecule. If the

molecule does not have a ring, the largest rigid seg-

ment is specified as the anchor. Additional bonds may

be specified as rigid by the user. For simplicity, all runs

in this study used the default of largest anchor only. If

the molecule had multiple anchors of the same size, the

first anchor on the anchor list was used. Once the an-

chor had been identified, the parameters that control

the number of anchor orientations (max_orientations),

the number of anchor minimization steps (sim-

plex_anchor_max_iterations), and the cutoff for the

anchor pruning (num_confs_for_next_growth) were

explored. Because the anchors are substructures of the

ligand, the parameter convergence was monitored as a

function of the RMSD between the anchor orientation

and the corresponding substructure of the crystal li-

gand averaged over all generated orientations before

the pruning function. When the number of anchor

orientations and minimization steps were varied sys-

tematically, the number of minimization steps con-

verged at 500 (Fig. 11a). We expected this optimized

value to be lower than rigid docking because anchors

are typically smaller than the final ligand.

Because the anchor orientations are pruned before

the growth step, we used the optimized number of

minimization steps while exploring the number of

anchor orientations and the pruning cutoff. The

optimal anchor pruning cutoff of 100 was chosen as a

balance between convergence and the length of the

calculation, which remained fixed for the final explo-

ration of the number of orientations. The optimal

number of orientations was selected to be 500 because

the combination of these three variables generated

the highest number of anchors near the crystal

structure (Fig. 11a). Note that if the number of ori-

entations was increased beyond the selected value,

the number of anchors near the crystal structure

dropped dramatically. We hypothesized that this

resulted from a combination of increased sampling

and pruning. The pruning function was designed to

identify a representative orientation from each energy

well that the matching algorithm finds (see Introduc-

tion: DOCK background). As sampling increased, the

ranked orientations began to converge toward the

bottom of the deepest energy wells, sampling less of

the alternative high energy wells. Because the pruning

function is designed to supply the most diverse

ligands, fewer orientations made it through the

pruning step as the sampling is increased. We felt that

this effect was reducing the potential sampling for the

algorithm and plan to explore alternatives in future

studies.

The next step in the anchor-and-grow algorithm is

flexible bond identification. Each flexible bond is

associated with a label defined in an editable file. The

parameter file is identified with the flex_definition_file

parameter. Each label in the file contains a definition

based on the atom types and chemical environment of

the bonded atoms. Typically, bonds with some degree

of double bond character are excluded from minimi-

zation so that planarity is preserved. Each label is also

associated with a set of preferred torsion positions.

The location of each flexible bond is used to partition

the molecule into rigid segments. A segment is the

largest local set of atoms that contains only non-

flexible bonds.

Using the optimal anchor parameters, we varied

number of minimization steps for each layer of growth

(simplex_grow_max_iterations) and the cutoff of

number of conformers for the growth pruning function

(num_confs_for_next_growth). Because the dock run

now creates a complete pose, we return to using a

combination of the score for the top ranking pose

averaged over the entire test set and the success rate to

Appendix 2 Description of and optimized default values for parameters that affect flexible ligand docking

Parameter name Parameter description Value

max_orientations The number of anchor poses sampled by the rigid orienting algorithm 500
num_anchor_orients_for_growth The maximum number of anchor orientations promoted to the conformational search 100
num_confs_for_next_growth The number of partially grown ligand conformers stored at each stage of the flexible growth

procedure
100

simplex_anchor_max_iterations The maximum number of simplex iterations applied to the ligand anchor during anchor
docking

500

simplex_grow_max_iterations The maximum number of simplex iterations applied to the ligand during the flexible growth
procedure

500
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monitor convergence. As with rigid ligand docking, the

success rate improves modestly with improved sam-

pling and eventually converges (Fig. 11). However,

although DOCK scores improved as the number of

orientations and the amount of minimization in-

creased, the values do not converge. We once again

attribute this phenomenon to the pruning function.

Therefore, we used the success rate to select the lowest

converged values—500 minimization steps and the

cutoff for the number of conformers for the growth

section as 100—as optimal.
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Tutorials for DOCK 6.2  

Preparing Molecules for DOCKing 

Author: P. Therese Lang 
Last updated December 2008 by Scott Brozell 

The purpose of this document is to describe the steps required to prepare 
receptor and ligand molecules as inputs for a DOCK calculation that 
attempts to predict the orientation of a ligand in a receptor active site. This 
tutorial studies the complex L-Arabinose-Binding Protein bound to L-
Arabinose (PDB code 1ABE ) as an example system. However, these 
techniques should be transferable to any protein-ligand system.  

This tutorial uses the program Chimera (Snapshot Release 1.2309), which 
can be downloaded from the UCSF Computer Graphics Lab at 
http://www.cgl.ucsf.edu/chimera. Chimera is freely available to academics 
and relatively simple for novice users to learn. However, a variety of other 
packaged programs and script libraries are available to perform these types 
of modifications to the structure files (see DOCK Related Links for more 
information).  

STEP 0: Examine the pdb file 

A basic step in any docking project is selecting the file that will be used for 
the structure of the target. In this case, the file we will be using is 
1ABE.pdb. A visualization of this file can be seen below: 



 

Image generated using Chimera (http://www.cgl.ucsf.edu/chimera)  

This file contains Cartesian coordinates for the L-arabinose-binding protein 
(red ribbon), crystallographic waters (purple), and two conformations of the 
ligand L-arabinose (green and orange). Each of these components must be 
dealt with during preparation for DOCKing. 

STEP 1: Prepare the receptor file 

a) Open the 1ABE.pdb file in Chimera 



 

b) Select and delete the ligands (L-arabinose) from the complex 



 



c) Use the Dock Prep tool to complete receptor preparation. For more 
information on the Dock Prep module, see the Chimera documentation. 
Note that recent versions of Chimera provide additional features compared 
with those in the screen shot below. In particular, 'Mutate residues with 
incomplete side chains to ALA (if CB present) or GLY' is a popular feature. 
The screen shots will be updated soon.  

 

d) Select the method for adding hydrogens; in this case we will allow the 
hydrogen to be optimized by the hydrogen bonding network and we will 
allow the method to determine the protonation state  



  

e) Examine warnings from Dock Prep procedure 



f) Resolve issues that are causing warnings in the Dock Prep procedure 

As you can see, there are a few warnings about non-standard atoms for this 
receptor. You can use Chimera to take a closer look at the problem 
residues using the Command Line. 



 

This action will open the Command Line interface. Type the following 
commands into the command line to isolate the first residue in the warning--
LYS 306.  

~display 
display :306 
focus 
color byelement 
linewidth 3 
rlabel 

This series of commands will 1) undisplay the entire receptor, 2) display 
residue 306 only, 3) refocus the screen on residue 306, 4) color the atoms 
based on element, 5) increase the size of the bonds for easier viewing, and 
6) label the residue. For more information on other Command Line options, 
see the Chimera documentation for the Basic Function: Command.  

It should now be obvious that there is a problem with this lysine residue as 
compared to a normal lysine--LYS 300.  



 

Most likely, the crystallographer knew the terminal residue was a LYS, but 
did not see any electron density for the LYS 306 side chain. As a result, 
only the backbone was built into the structure. Because Chimera is being 
told this residue is a LYS, the charges for the LYS template are being 
loaded resulting in non-integral charges for the residue and causing the 
warning message.  

The best way to fix this situation is to mutate the incomplete LYS residue to 
a GLY residue. GLY residues have the appropriate number of atoms, which 
will result in an integral set of charges for the residue, and the structure will 
still comply with the experimental data. To mutate the LYS residue, type the 
following command into the Command Line: 

swapaa gly :306 

This command will change the LYS 306 to a GLY in the same orientation. 

 

You need to repeat this procedure for the ASN 2 residue, which is the 
source of the remaining warnings.  

swapaa gly :2 

g) Save receptor in mol2 format 



Once all the warnings have been resolved, the receptor can be saved in 
mol2 format. The Dock Prep procedure should be run again to incorporate 
the mutated residues (see step c). Make sure the Write Mol2 box is 
checked at this point. The final molecule can then be written to file, in this 
case as rec_charged.mol2.  

 



 

NOTE: When saving, make sure all boxes in the Save As dialog box are 
checked!  

h) Strip hydrogens from mutated receptor and save in pdb format (This step 
is necessary for molecular surface generation in the Sphere Generation and 
Selection Tutorial) 

To perform this step, first select all hydrogens from the molecule and then 
delete them.  





 

At this point, the receptor should then be saved in a pdb format, in this case 
as rec_noH.pdb.  



 

NOTE: When saving, make sure "Use untransformed coordinates " box is 
checked in the Save As dialog box! 

STEP 2: Prepare the ligand file  

Here, we will only prepare L-arabinose A included in the pdb file for 
simplicity. Selection of conformation A over conformation B in this case was 
arbitrary.  

a) Open the 1ABE.pdb file in Chimera 



 

b) Select and delete everything BUT the ligand from the complex 





 



c) Remove one of the two copies of the ligand; selection of the first copy in 
this case was arbitrary  





d) Make the molecule easier to see; use these Command Line (see step 1f) 
commands or hunt and peck to perform the equivalent with the mouse 

focus 
color byelement 
linewidth 3 

e) Add hydrogens 



 

f) At this point, we recommend one of two options for completing preparing 
the ligand depending on your needs and application: 

OPTION 1: Calculate charges using the Chimera Add Charge tool  

The Add Charge tool is a call to the antechamber program. Antechamber is 
a set of auxiliary programs for molecular mechanic (MM) studies. This 
software package is devoted to solve the following problems during the MM 
calculations:  

(1) recognizing the atom type 
(2) recognizing bond type  
(3) judging the atomic equivalence 
(4) generating residue topology file  
(5) finding missing force field parameters and supplying reasonable and 
similar substitutes 

Antechamber can generate input automatically for most organic molecules 
in a database.  



(A) To complete this option, first activate the Add Charge tool  

 

(B) To seed the charge calculation, Chimera needs to know the formal 
charge of the molecule. Chimera will guess the value based on atom types 
and bonding. Here, Chimera has guessed correctly, so we will calculate 
AM1BCC charges. 



(C) Save the molecule in mol2 format  



 

OPTION 2: Prepare your ligand(s) using the ZINC database.  

ZINC is a free database of commercially-available compounds for virtual 
screening. It contains over 4.6 million compounds in ready-to-dock, 3D 
formats (Irwin and Shoichet, J.  Chem.  Inf.  Model. 2005). We recommend 
this procedure if you have a large library of ligands to prepare or if you 
would like a protonation state or conformation expansion. To utilize this 
option, first save your ligand in Tripos mol2 format (see part C of Option 1 
of step 2f above). Next, go to the ZINC Web site at blaster.docking.org/zinc. 
You can then upload your molecule to the server by clicking on the Upload 
link and following the instructions.  

 
 



Generating Spheres 
Author: P. Therese Lang 

Last updated December 2008 by Scott Brozell 

The purpose of this document is to describe the steps required to prepare 
active site spheres for a DOCK run. This tutorial uses L-Arabinose-Binding 
Protein Complex bound to L-Arabinose (pdb code 1ABE) as an example 
system. However, these techniques should be transferable to any protein-
ligand system.  

To start this tutorial, obtain the rec_noH.pdb and the lig_charged.mol2 files 
from the "Structure Preparation Tutorial." UCSF Chimera's Tool Write DMS 
(Chimera versions 1.3 and later) as well as the sphgen, sphere_selector, 
and showsphere programs that are distributed and installed with DOCK are 
required; alternatively, the program dms, which can be downloaded from 
www.cgl.ucsf.edu/Overview/software.html#dms, can be used instead of 
Chimera's Write DMS Tool.  

STEP 1: Generate the molecular surface of the receptor 

The molecular surface of the target is generated, based on the algorithm 
developed by Richards (Ann. Rev. Biophys. Bioeng. 1977. 6:151-176) and 
adapted by Connolly (M. Connolly, Ph.D. Thesis, University of California, 
Berkeley, 1981), by rolling a ball the size of a water molecule over the van 
der Waal's surface of the target. In addition, the surface normal vector at 
each surface point is computed; this will be used later to calculate the size 
of each sphere.  

OPTION 1: Use the Write DMS Tool in Chimera  

Open the rec_noH.pdb file in Chimera, e.g., File -> Open -> rec_noH.pdb. 
(See the Structure Preparation Tutorial for help with basic Chimera 
operations.) Generate the surface: Actions -> Surface -> Show. Save the 
surface: Tools -> Structure Editing -> Write DMS. Note that this does not 
exactly duplicate the dms output due to the vertex density and the atomic 
radii differences mentioned in the Write DMS documentation. We have no 
recommendations regarding the best settings. (The rest of this tutorial and 
the other tutorials in this series rely on the dms generated rec.ms as a 
matter of convenience for the DOCK developers.) For more information on 
the contents and format of the output file, see the Chimera DMS file format 
documentation.  

OPTION 2: Use the dms program  

The available options for the dms program are  



USAGE: dms input_file [-a -d density -g file -i file -n -w radius -v] -o file  

-a  use all atoms, not just amino acids  
-d  change density of points  
-g  send messages to file  
-i  calculate only surface for specified atoms  
-n  calculate normals for surface points 
-w  change probe radius  
-v  verbose  
-o  specify output file name (required)  

To generate the surface, use the command "dms rec_noH.pdb -n -w 1.4 -v -
o rec.ms". For more information on the contents and format of the output 
file, see the documentation included in the dms distribution. For help with 
dms installation, read the DOCK 6 FAQ dms entry.  

NOTE: For Windows users, dms cannot read files that are created under 
the dos operating system. To allow dms to read the rec.pdb file, type the 
following commands in the cygwin window: 

vi ../struct_prep/rec_noH.pdb 
:set fileformat=unix 
:wq 

A graphical representation of the molecular surface, shown in green, is 
below: 

 

Image generated using Chimera (http://www.cgl.ucsf.edu/chimera)  



STEP 2: Generate the spheres surrounding the receptor 

Sets of overlapping spheres are used to create a negative image of the 
surface invaginations of the target. The program sphgen that is distributed 
as an accessory with DOCK (Kuntz et al. J. Mol. Biol. 1982. 161: 269-288) 
generates spheres from the molecular surface and the normal vectors.  

 

 

 

(a) Each sphere is generated tangent to surface points i, j with the center 
on the surface normal of point i. (b) Schematic representation of a small 
binding site formed by five atoms (purple). The spheres (blue) are 
generated using points from the molecular surface (green) with their 
centers lying along the surface normals (thin line).  

Spheres are calculated over the entire surface, producing approximately 
one sphere per surface point. This dense representation is then filtered to 
keep only the largest sphere associated with each surface atom. The 
filtered set is then clustered using a single linkage algorithm. Each resulting 
cluster represents an evagination in the target. The sphgen input file must 
be named INSPH, and contains the following information: 

rec.ms #molecular surface file 

R #sphere outside of surface (R) or inside surface (L) 

X #specifies subset of surface points to be used (X=all points) 

0.0 #prevents generation of large spheres with close surface contacts (default=0.0) 



4.0 #maximum sphere radius in Angstroms (default=4.0) 

1.4 #minimum sphere radius in Angstroms (default=radius of probe) 

rec.sph #clustered spheres file 

Note that the comments above - labeled by # - are for the tutorial and must 
not exist in the INSPH file.  

To generate the spheres, simply use the command "sphgen" in the same 
folder that contains the INSPH and the rec.ms files. The output will be two 
files: rec.sph, which contains the spheres in clusters, and OUTSPH, which 
contains general information about the calculation.  

If sphgen has been run before then be sure to remove the output files 
(OUTSPH and rec.sph) prior to its next execution. Finally, for technical 
reasons, sphgen cannot handle more than 99999 spheres. For a large 
target, we recommend selecting a subsection of the protein via a 
visualization program and using that to generate the molecular surface and 
the spheres.  

STEP 3: Select a subset of spheres to represent the binding site(s) 

OPTION 1: Use the largest cluster generated by sphgen 

The clusters contained in the rec.sph file are ranked according to size 
(number of spheres in the cluster). The largest cluster is typically the ligand 
binding site of the receptor. To visualize the spheres, use the program 
showsphere, distributed as an accessory with DOCK. The showsphere 
input file can have any name and contains the following information: 

rec.sph #sphere cluster file  

1 #cluster number to process (<0 = all)  

N #generate surface as well as pdb file  

selected_cluster.pdb #name for output file 



Note that the comments above - labeled by # - are for the tutorial and must 
not exist in the showsphere input file.  

To convert the first and largest cluster in the sphere file to pdb format, use 
the command "showsphere < sphgen_cluster.in". Below is a picture of the 
largest cluster, where the protein is shown in purple and the spheres are 
shown in yellow (sphgen_cluster.pdb). Note that in Chimera each SPH 
residue may be initially displayed as a bunch of little dots. Actions -> 
Atoms/Bonds -> sphere turns the dots into sizable spheres.  

 

Image generated using Chimera (http://www.cgl.ucsf.edu/chimera)  

OPTION 2: Select spheres within some radius of a desired location 

If the active site is known then one can select spheres within a radius of a 
set of atoms that describes the site. To do this use the program 
sphere_selector, which is distributed as an accessory with DOCK. The 
syntax for sphere_selector is 

Usage: sphere_selector sphgen_sphere_cluster_file.sph 
set_of_atoms_file.mol2 radius 

Here, we select all spheres within 10.0 Angstroms root mean square 
deviation (RMSD) from every atom of the crystal structure of the ligand, 



using the command "sphere_selector rec.sph lig_charged.mol2 10.0". The 
output file always has the name selected_spheres.sph.  

These spheres can be visualized using the showsphere program, 
mentioned in OPTION 1, with the command "showsphere < 
selected_spheres.in". Below is a picture of the selected spheres (blue) 
(selected_spheres.pdb):  

 

Image generated using Chimera (http://www.cgl.ucsf.edu/chimera)  

OPTION 3: Add spheres manually 

A sphere file, xxx.sph, is plain text and can be edited. This option can be 
used if a region of space of interest is poorly populated by sphgen. To do 
this, start with a template sphere file and add or modify parameters 
according to the format below: 

FORMAT: (I5, 3F10.5, F8.3, I5, I2, I3) with values corresponding to 

• Number of the first atom with which the surface point is associated; 
that is, the atom whose surface normal defines the sphere center; 
point i in the above picture  

• X, Y, and Z coordinates of the new sphere center  

• The sphere radius  

• Number of the second atom with which the surface point is 
associated; point j in the above picture  



• Critical cluster to which this sphere belongs (used only for critical 
points filter)  

• Sphere color (used only for chemical matching)  

  

 
 

Generating the Grid 
Authors: Tiba Aynechi and P. Therese Lang  

Last updated June 2007 by Scott Brozell 

This tutorial describes the generation of the grid used for grid-based scoring 
in DOCK. This tutorial uses L-Arabinose-Binding Protein Complex bound to 
L-Arabinose (pdb code 1ABE) as an example system. However, these 
techniques should be transferable to any protein-ligand system.  

To start this tutorial, obtain the rec_charged.mol2 and the 
selected_spheres.sph files from the "Structure Preparation Tutorial" and the 
" Sphere Generation and Selection Tutorial," respectively. The programs 
showbox and grid that are distributed and installed with DOCK are required.  

STEP 1: Creating a box around the active site 

The interactive program showbox is used to visualize and define the 
location and size of the grid to be calculated using grid. The output of the 
program is in PDB format and can be visualized using a program capable of 
displaying PDB files. When you run the program interactively, you will be 
presented with a set of questions below, some of which may or may not 
appear depending on your answer.  

Flow Chart of Questions for Showbox 
(Red path is followed in this tutorial) 



 

Run the command "showbox" to generate the question tree and calculate 
the grid box. Alternatively, you can list the answers to the questions in a text 
file, which can then be piped into showbox with the command "showbox < 
box.in."  

The output rec_box.pdb is shown in the graphical representation below:  

 



Image generated using Chimera (http://www.cgl.ucsf.edu/chimera)  

STEP 2: Generating the  Grid 

Grid creates the grid files necessary for rapid score evaluation in DOCK. 
Two types of scoring are available: contact and energy scoring. The scoring 
grids are stored in files ending in *. cnt and *. nrg respectively. When 
docking, each scoring function is applied independent of the others and the 
results are written to separate output files. Grid also computes a bump grid 
which identifies whether a ligand atom is in severe steric overlap with a 
receptor atom. The bump grid is identified with a *.bmp file extension. The 
file containing the bump grid also stores the size, position and grid spacing 
of all the grids.  

The grid calculation must be performed prior to docking. The calculation 
can take up to 45 minutes, but needs to be done only once for each 
receptor site. Since DOCK can perform continuum scoring without a grid, 
the grid calculation is not always required. However, for most docking tasks, 
such as when multiple binding modes for a molecule or multiple molecules 
are considered, it is more time efficient to precompute the scoring grids.  

For this tutorial, we will be using the grid-based energy scoring function. 
The energy scoring component of DOCK is based on the implementation of 
force field scoring. Force field scores are approximate molecular mechanics 
interaction energies, consisting of van der Waals and electrostatic 
components:  

 

where each term is a double sum over ligand atoms i and receptor atoms j.  

To generate the grid itself you need to use the program grid that is 
distributed as an accessory to DOCK (Kuntz et al. J. Mol. Biol. 1982. 161: 
269-288). Using the box generated in Step 1, the program grid pre-
computes the contact and electrostatic potentials for the active site at a 
specified grid spacing.  In order to run grid, you must generate a file named 
grid.in either interactively by answer questions or by hand in a text file.  

USAGE: grid -i input_file [-o output_file] [-stv] 

OPTIONS: 
- i input_file #Input parameters extracted from input_file, or grid.in if not 
specified  
-o output_file #Output written to output_file, or grid.out if not specified 



-s #Input parameters entered interactively 
-t #Reduced output level  
-v #Increased output level  

Grid.in and grid.out are the default input/output names, but you may specify 
others. Below are the parameters that may be declared for the grid 
calculation. Those in bold were used for the calculation in the tutorial.  

NOTE: The following parameter definitions will use the format below: 

parameter_name [default] (value): 
#description 

In some cases, parameters are only needed (questions will only be asked) if the 
parameter above is enforced. These parameters are indicated below by additional 
indentation.  

• compute_grids [no] (yes, no): 
#Flag to compute scoring grids  

o grid_spacing [0.3] (float): 
# The distance between grid points along each axis.  

• output_molecule [no] (yes, no): 
#Flag to write out the coordinates of the receptor into a new, cleaned-
up file. Atoms are  
#resorted to put all residue atoms together  

o receptor_out_file [receptor_out.mol2] (string):  
#File for cleaned-up receptor when output_molecule set  

• contact_score [no] (yes, no): 
#Flag to construct contact grid  

• contact_cutoff_distance [4.5] (float):  
#Maximum distance between heavy atoms for the interaction to be 
counted as a contact  

• bump_filter [no] (yes, no):  
#Flag to screen each orientation for clashes with receptor prior to 
scoring and minimizing  

• bump_overlap [0.75] (float):  
#Amount of VDW overlap allowed. If the probe atom and the receptor 
heavy atom approach  
#closer than this fraction of the sum of their VDW radii, then the position 
is flagged as a  
#bump  



0 = Complete overlap allowed  
1 = No overlap allowed  

• energy_score [no] (yes, no):  
#Flag to perform energy scoring  

• energy_cutoff_distance [10] (float):  
#Maximum distance between two atoms for their contribution to the 
energy score to be  
#computed  

• atom_model [u] (u, a): 
# Flag for how to model of nonpolar hydrogens  

u = United atom model. Hydrogens attached to carbons are assigned a zero VDW 
well-depth and the partial charge is transferred to the carbon. 
a = All atom model. Hydrogens attached to carbons have regular VDW well-depth 
and partial charge is not modified.  

• attractive_exponent [6] (int):  
# Exponent of attractive Lennard - Jones term for VDW potential  

• repulsive_exponent [12] (int):  
# Repulsive of attractive Lennard - Jones term for VDW potential  

• distance_dielectric [yes] (yes, no):  
# Flag to make the dielectric depend linearly on the distance  

• dielectric_factor[4.0] (float):  
#Coefficient of the dielectric  

• receptor_file [receptor.mol2] (string): 
#Receptor coordinate file. Partial charges and atom types need to be 
present.  

• box_file [site_box.pdb] (float): 
#File containing SHOWBOX output file which specifies boundaries of 
grid  

• vdw_definition_file [vdw.defn] (string):  
#VDW parameter file  

• score_grid_prefix [grid] (string):  
#Prefix for file name of grids. File extension will be appended 
automatically  

NOTE: You should specify the full paths for the rec_charged.mol2, 
rec_box.pdb and vdw definition files. A more detailed explanation of the 
scoring functions and the input parameters can be found at in the DOCK 6 
Manual.  



The program will generate separate grid files for the contact, energy and 
bump calculations, with .cnt, .nrg, and .bmp extensions respectively.  In this 
example, the three files are named using the prefix 'grid' specified in grid.in-
-grid.nrg and grid.bmp. These are binary files, but you may save these 
examples to disk to use with the tutorial. There is also an output file named 
grid.out summarizing the parameters used and the grids generated. 

 
 

Rigid and Flexible Ligand 
DOCKing  

Author: P. Therese Lang  
Last updated March 2008 by Scott Brozell 

This tutorial describes rigid- and flexible-ligand docking to a rigid receptor 
with grid-based scoring. It uses L-Arabinose-Binding Protein Complex 
bound to L-Arabinose (pdb code 1ABE) as an example system. However, 
these techniques should be transferable to any protein-ligand system.  

To start this tutorial, obtain the lig_charged.mol2 file from the "Molecule 
Preparation Tutorial," the selected_spheres.sph file from the "Sphere 
Generation and Selection Tutorial," and the grid.nrg and grid.bmp files from 
the "Grid Generation Tutorial." The program dock6 that is distributed and 
installed with DOCK is required. This ligand input file contains a single 
ligand, but multiple ligands would be treated simply by including more 
ligands in the ligand input file.  

OPTION 1: Rigid Ligand DOCKing  

In this first case, the ligand will be kept completely rigid during the 
orientation step. The purpose is to explore the matching and minimization 
algorithms. However, this type of docking could be applied in a scientific 
setting if you have a library of ligands that have already been 
conformationally expanded outside of the DOCK suite of programs.  

The rigid body orienting code is written as a direct implementation of the 
isomorphous subgraph matching method of Crippen and Kuhl (Kuhl, et al. 
J. Comput. Chem. 1984). In conceptual terms, the algorithm matchings the 
centers of the ligand heavy atom to the centers of the receptor site spheres. 
The algorithm follows the steps below:  



1) Generate node 
2) Label as match if atom 
and sphere edges are 
equivalent 
3) Extend match by 
adding more nodes 
4) Exhaustively generate 
set of non-degenerate 
matches 
5) Use matches to create 
transformation matrices to 
move the entire molecule  

node = pairing of one 
heavy atom and one 
sphere center  

edge length = Euclidean distance between atom or sphere centers  

  

Once an orientation has been generated, the interaction between the ligand 
and the receptor can be energetically optimized, in this case using a 
simplex minimizer (Nelder, et al. Computer Journal 1965). During 
minimization, the ligand is allowed to be flexible, but the receptor remains 
rigid. The final score in the output file is the best pose generated from the 
orienting and minimization procedure.  

To actually run the docking calculation, you need to use the program dock6 
that is distributed with DOCK in the /bin directory. You need to generate an 
input file--rigid.in in this case--either interactively by answer questions or by 
hand in a text file.  

dock6 -i dock.in [-o dock.out]  

DOCK may be executed in either interactive or batch mode, depending on 
whether output is written to a file. In interactive mode, the user is requested 
only for parameters relevant to the particular run and default values are 
provided. This mode is recommended for the initial construction of the input 
file and for short calculations. In batch mode, input parameters are read in 
from the input file and all output is written to the output file. This mode is 
recommended for long calculations once an input file has been generated 
interactively. Dock.in and dock.out are the default input/output names, but 
you may specify others. For more information on various ways to run the 
dock6 executable, see the DOCK 6 manual.  



Below are the parameters that may be declared for the grid calculation. 
Those in bold were used for the calculation in the tutorial.  

NOTE: The following parameter definitions will use the format below: 

parameter_name [default] (value): 
#description 

In some cases, parameters are only needed (questions will only be asked) 
if the parameter above is enforced. These parameters are indicated below 
by additional indentation.  

• ligand_atom_file [database.mol2] (string):  
# The ligand input filename  

• limit_max_ligands [no] (yes, no):  
# Limit the number of ligands to be read in from a library  

• skip_molecule [no] (yes, no):  
# Skip some number of molecules at the beginning of a library  

• read_mol_solvation [no] (yes, no):  
# Flag to read atomic desolvation information from ligand file  

• calculate_rmsd [no] (yes, no):  
# Flag to perform an RMSD calculation between the final 
molecule pose  
# and its initial structure.  

• orient_ligand [yes] (yes, no):  
# Flag to orient ligand to spheres  

• automated_matching [yes] (yes, no):  
# Flag to perform automated matching instead of manual 
matching  

• receptor_site_file [receptor.sph] (string):  
# The file containing the receptor spheres  

• max_orientations [500] (int):  
# The maximum number of orientations that will be cycled 
through  

• critical_points [no] (yes, no):  
# Flag to use critical point sphere labeling to target orientations 
to particular spheres  



• chemical_matching [no] (yes, no):  
# Flag to use chemical coloring of spheres to match chemical 
labels on ligand atoms  

• use_ligand_spheres [no] (yes/no):  
# Flag to enable a sphere file representing ligand heavy atoms 
to be used to orient the ligand  

• flexible_ligand [yes] (yes, no):  
# Flag to perform ligand conformational searching  

• bump_filter [yes] (yes, no):  
# Flag to perform bump filtering  

• score_molecules [yes] (yes, no): 
# Flag to use a scoring function  

• contact_score_primary [no] (yes, no):  
# Flag to perform contact scoring as the primary scoring 
function  

• contact_score_secondary [no] (yes, no):  
# Flag to perform contact scoring as the secondary scoring 
function  

• grid_score_primary [yes] (yes, no):  
# Flag to perform grid-based energy scoring as the primary 
scoring function  

• grid_score_secondary [no] (yes, no):  
# Flag to perform grid-based energy scoring as the secondary 
# scoring function  

o grid_score_rep_rad_scale [1] (float): 
# Scalar multiplier of the VDW radii for the repulsive 
portion of the  
# Lennard-Jones potential  

o grid_score_vdw_scale [1] (float):  
# Scalar multiplier of the VDW energy component  

o grid_score_es_scale [1] (float):  
# The prefix to the grid files containing the desired energy 
grid  



o grid_score_grid_prefix [grid] (string):  
# The prefix to the grid files containing the desired nrg 
grid  

• dock3.5_score_secondary [no] (yes, no):  
# Flag to perform dock3.5 scoring as the secondary scoring 
function  

• continuous_score_secondary [no] (yes, no): 
# Flag to perform continuous scoring as the secondary scoring 
function  

• gbsa_zou_score_secondary [no] (yes, no): 
# Flag to perform Zou GB/SA scoring as the secondary scoring 
function  

• gbsa_hawkins_score_secondary [no] (yes, no): 
# Flag to perform Hawkins-Cramer-Truhlar GB/SA scoring as 
the secondary  
# scoring function  

• amber_score_secondary [no] (yes, no): 
# Flag to perform AMBER scoring as the secondary scoring 
function  

• minimize_ligand [yes] (yes, no):  
# Flag to perform score optimization  

• simplex_max_iterations [50] (int):  
# Maximum number of minimization cycles  

• simplex_max_cycles [1] (int):  
# Maximum number of minimization cycles  

• simplex_score_converge [0.1] (float):  
# Exit cycle at when energy converges at cutoff  

• simplex_cycle_converge [1.0] (float):  
# Exit minimization when cycles converge at cutoff  

• simplex_trans_step [1.0] (float):  
# Initial translation step size  

• simplex_rot_step [0.1] (float):  
# Initial rotation step size  



• simplex_tors_step [10.0] (float):  
# Initial torsion angle step size  

• simplex_final_min [no] (yes, no):  
# Flag to perform additional minimization on each fully grown 
pose  

• simplex_random_seed [0] (int):  
# Seed for random number generator  

• atom_model [all] (all, united):  
# Choice of all atom or united atom models  

• vdw_defn_file [vdw.defn] (string):  
# File containing VDW parameters for atom types  

• flex_defn_file [flex.defn] (string):  
# File containing conformational search parameters  

• flex_drive_file [flex_drive.defn] (string): 
# File containing conformational search parameters  

• ligand_outfile_prefix [output] (string):  
# The prefix that all output files will use  

• write_orientations [no] (yes, no):  
# Flag to write all anchor orientations  

• num_scored_conformers [1] (int):  
# The number of conformations scored for each ligand. 
# For each ligand the top scoring pose is printed to 
outfile_scored.mol2  

• rank_ligands [no] (yes, no):  
# Flag to enable a ligand top-score list. These ligands will be 
written to  
# outfile_ranked.mol2.  

NOTE: You should specify the full paths for the ligand file, sphere file, the 
grid file, and vdw and conformational search definition files. A more detailed 
explanation of the scoring functions and the input parameters can be found 
at in the DOCK 6 Manual.  

The program will generate an output file, rigid.out. It lists the parameters 
utilized in the run, any warning or error messages, and summary 
information about the best scoring pose. DOCK will also produce a 
structure file, rigid_scored.mol2, containing the geometric coordinates of the 



best pose as well as a summary of the interaction energy of that pose. 
These files are human readable and should be examined carefully. UCSF's 
Chimera has a ViewDock facility for visualizing DOCK output. See also the 
ViewDock Tutorial.  

OPTION 2: Flexible Ligand DOCKing  

In this second case, the ligand will be allowed to be flexible. This type of 
docking allows the ligand to structurally rearrange in response to the 
receptor. 

First, the largest rigid substructure of the ligand (anchor) is identified (see 
Step 1 and 2 in figure). All bonds within molecular rings are treated as rigid. 
This classification scheme is a first-order approximation of molecular 
flexibility, since some amount of flexibility can exist in non-aromatic rings. 
To treat such phenomena as sugar puckering and chair-boat hexane 
conformations, the user needs to supply each ring conformation as a 
separate input molecule. If the molecule does not have a ring, the largest 
rigid segment is specified as the anchor. Additional bonds may be specified 
as rigid by the user.  

The second step is flexible bond identification (see Step 1 and 2 in figure). 
Each flexible bond is associated with a label defined in an editable file. The 
parameter file is identified with the flex_definition_file parameter. Each label 
in the file contains a definition based on the atom types and chemical 
environment of the bonded atoms. Typically, bonds with some degree of 
double bond character are excluded from minimization so that planarity is 
preserved. Each label is also associated with a set of preferred torsion 
positions. The location of each flexible bond is used to partition the 
molecule into rigid segments. A segment is the largest local set of atoms 
that contains only non-flexible bonds.  



Cartoon of Anchor-and-Grow Algorithm 

The anchor is then rigidly oriented (see Step 3 in figure) in the active site 
using the same method described in Option 1. The anchor orientations are 
evaluated and optimized using the scoring function and the simplex 
minimizer, also described in Option 1. The orientations are then ranked 
according to their score, spatially clustered by heavy atom root mean 
squared deviation (RMSD), and prioritized (pruning) (see Steps 4-6 in 
figure). Next, the remaining flexible portion of the ligand is built onto the 
best anchor orientations within the context of the receptor (grow). It is 
assumed that the shape of the binding site will help restrict the sampling of 
ligand conformations to those that are most relevant for the receptor 
geometry.  

To actually run the docking calculation, you need to use the program dock6 
that is distributed with DOCK in the /bin directory. You need to generate an 



input file--anchor_and_grow.in in this case--either interactively by answer 
questions or by hand in a text file.  

dock6 -i dock.in [-o dock.out]  

As described in Option 1, DOCK may be executed in either interactive or 
batch mode, depending on whether output is written to a file.  

Below are the parameters that may be declared for the grid calculation. 
Those in bold were used for the calculation in the tutorial.  

NOTE: The following parameter definitions will use the format below: 

parameter_name [default] (value): 
#description 

In some cases, parameters are only needed (questions will only be asked) 
if the parameter above is enforced. These parameters are indicated below 
by additional indentation.  

• ligand_atom_file [database.mol2] (string):  
# The ligand input filename  

• limit_max_ligands [no] (yes, no):  
# Limit the number of ligands to be read in from a library  

• skip_molecule [no] (yes, no):  
# Skip some number of molecules at the beginning of a library  

• read_mol_solvation [no] (yes, no):  
# Flag to read atomic desolvation information from ligand file  

• calculate_rmsd [no] (yes, no):  
# Flag to perform an RMSD calculation between the final 
molecule pose and its  
# initial structure.  

• orient_ligand [yes] (yes, no):  
# Flag to orient ligand to spheres  

• automated_matching [yes] (yes, no):  
# Flag to perform automated matching instead of manual 
matching  

• receptor_site_file [receptor.sph] (string):  
# The file containing the receptor spheres  



• max_orientations [500] (int):  
# The maximum number of orientations that will be cycled 
through  

• critical_points [no] (yes, no):  
# Flag to use critical point sphere labeling to target orientations 
to particular spheres  

• chemical_matching [no] (yes, no):  
# Flag to use chemical coloring of spheres to match chemical 
labels on ligand atoms  

• use_ligand_spheres [no] (yes/no):  
# Flag to enable a sphere file representing ligand heavy atoms 
to be used to orient the ligand  

• flexible_ligand [yes] (yes, no):  
# Flag to perform ligand conformational searching  

• min_anchor_size [40] (int):  
# The minimum number of heavy atoms for an anchor segment  

• pruning_use_clustering [yes] (yes, no):  
# Flag to perform clustering between anchor generation and 
growth  
# and between each layer of growth  

• pruning_max_orients [100] (int): 
# The maximum number of anchor orientations promoted to the 
growth phase  

• pruning_clustering_cutoff [100] (int):  
# The clustering cutoff value defined as the rank divided by the 
RMSD between  
# the current conformation and the next conformation in the list 
(previously  
# num_confs_for_next_growth)  

• use_internal_energy [yes] (yes,no):  
# Flag to add an internal energy term to the score during the 
conformational search  

o internal_energy_att_exp [6] (int):  
# VDW attractive exponent  

o internal_energy_rep_exp [12] (int):  
# VDW repulsive exponent  



o internal_energy_dielectric [4.0] (float):  
# Dielectric used for electrostatic calculation  

• use_clash_overlap [no] (yes, no):  
# Flag to check for overlapping atom volumes during anchor 
and grow  

• bump_filter [yes] (yes, no):  
# Flag to perform bump filtering  

• score_molecules [yes] (yes, no): 
# Flag to use a scoring function  

• contact_score_primary [no] (yes, no):  
# Flag to perform contact scoring as the primary scoring 
function  

• contact_score_secondary [no] (yes, no):  
# Flag to perform contact scoring as the secondary scoring 
function  

• grid_score_primary [yes] (yes, no):  
# Flag to perform grid-based energy scoring as the primary 
scoring function  

• grid_score_secondary [yes] (yes, no):  
# Flag to perform grid-based energy scoring as the secondary 
scoring function  

o grid_score_rep_rad_scale [1] (float): 
# Scalar multiplier of the VDW radii for the repulsive 
portion of the  
# Lennard-Jones potential  

o grid_score_vdw_scale [1] (float):  
# Scalar multiplier of the VDW energy component  

o grid_score_es_scale [1] (float):  
# The prefix to the grid files containing the desired energy 
grid  

o grid_score_grid_prefix [grid] (string):  
# The prefix to the grid files containing the desired nrg 
grid  



• dock3.5_score_secondary [no] (yes, no):  
# Flag to perform dock3.5 scoring as the secondary scoring 
function  

• continuous_score_secondary [no] (yes, no): 
# Flag to perform continuous scoring as the secondary scoring 
function  

• gbsa_zou_score_secondary [no] (yes, no): 
# Flag to perform Zou GB/SA scoring as the secondary scoring 
function  

• gbsa_hawkins_score_secondary [no] (yes, no): 
# Flag to perform Hawkins-Cramer-Truhlar GB/SA scoring as 
the secondary  
# scoring function  

• amber_score_secondary [no] (yes, no): 
# Flag to perform AMBER scoring as the secondary scoring 
function  

• minimize_ligand [yes] (yes, no):  
# Flag to perform score optimization  

• minimize_anchor [yes] (yes, no):  
# Flag to perform rigid optimization of the anchor  

• minimize_flexible_growth [yes] (yes, no):  
# Flag to perform complete optimization during conformational 
search  

• use_advanced_simplex_parameters [no] (yes, no):  
# Flag to use a simplified set of common minimization 
parameters for each of the  
# minimization steps listed above  

• simplex_max_cycles [1] (int):  
# Maximum number of minimization cycles  

• simplex_score_converge [0.1] (float):  
# Exit cycle at when energy converges at cutoff  

• simplex_cycle_converge [1.0] (float):  
# Exit minimization when cycles converge at cutoff  

• simplex_trans_step [1.0] (float):  
# Initial translation step size  



• simplex_rot_step [0.1] (float):  
# Initial rotation step size  

• simplex_tors_step [10.0] (float):  
# Initial torsion angle step size  

• simplex_anchor_max_iterations [500] (int):  
# Maximum number of iterations per cycle per anchor  

• simplex_grow_max_iterations [500] (int):  
# Maximum number of iterations per cycle per growth step  

• simplex_final_min [no] (yes, no):  
# Flag to perform additional minimization on each fully grown 
pose  

• simplex_random_seed [0] (int):  
# Seed for random number generator  

• atom_model [all] (all, united):  
# Choice of all atom or united atom models  

• vdw_defn_file [vdw.defn] (string):  
# File containing VDW parameters for atom types  

• flex_defn_file [flex.defn] (string):  
# File containing conformational search parameters  

• flex_drive_file [flex_drive.defn] (string): 
# File containing conformational search parameters  

• ligand_outfile_prefix [output] (string):  
# The prefix that all output files will use  

• write_orientations [no] (yes, no):  
# Flag to write all anchor orientations  

• num_scored_conformers [1] (int):  
# The number of conformations scored for each ligand. 
# For each ligand the top scoring pose is printed to 
outfile_scored.mol2  

• rank_ligands [no] (yes, no):  
# Flag to enable a ligand top-score list. These ligands will be 
written to  
# outfile_ranked.mol2.  



NOTE: You should specify the full paths for the ligand file, sphere file, the 
grid file, and vdw and conformational search definition files. A more detailed 
explanation of the scoring functions and the input parameters can be found 
at in the DOCK 6 Manual.  

The program will generate an output file, anchor_and_grow.out, 
summarizing the parameters utilized in the run, any warning or error 
messages, and summary information about the best scoring pose. It will 
also produce a structure file, flex_scored.mol2, containing the geometric 
coordinates of the best pose as well as a summary of the interaction energy 
of that pose. These files are human readable and should be examined 
carefully. See also the previous comments on Chimera ViewDock.  

 

Amber Score in DOCK6 
Author: Devleena Shivakumar 

Last updated April 7, 2008 by Scott Brozell 

This tutorial introduces DOCK Amber score and describes the preparation 
of input files for DOCK Amber rescoring. These techniques should be 
applicable to any protein-ligand system. Docking and rescoring studies of 
3,5 difluoroaniline to M102Q/L99A T4 Lysozyme Protein (pdb code 1LGU) 
are the basis; J. Mol. Biol. 377, 914-934 (2008).  

What is Amber score? 

The generalized Born/surface area (GB/SA) continuum model for solvation 
free energy is a fast and accurate alternative to an explicit solvent model for 
molecular simulations. We have now implemented this physics-based 
method in the Amber scoring function in the program DOCK6. To curtail the 
computational cost while still maintaining accuracy, the atoms distant from 
the site of the ligand binding can be kept frozen. Thus, CPU time is not 
spent updating those energies and derivatives during the course of the 
simulation. The main advantage of Amber score is that both the ligand and 
the active site of the protein can be flexible, allowing small structural 
rearrangements to reproduce the so-called "induced fit" while performing 
the scoring. 

When a user calls for Amber score, the program performs minimization, MD 
simulation, and more minimization on the individual ligand, the individual 
receptor, and the ligand-receptor complex, and calculates the score as 
follows:  



Ebinding = Ecomplex - (Ereceptor 
+ Eligand) 

where E is obtained from: 

E = EMM + (Ep-sol + Enp-sol) 

EMM = Ebad + EvdW + Ees --- AMBER MM force field  

Ep-sol --- Electrostatic part of solvation energy using GB 

Enp-sol --- Non-polar part of solvation energy using SA 

The user has the option to increase or decrease the number of minimization 
and MD simulation steps. However, it may not be desirable to have a large 
number of steps due to the time taken for the calculations. For various 
protein test cases, we have found 100 minimization and 3000 MD steps to 
produce good results. These are set as defaults in the program. 

It is highly recommended to run a DOCK calculation with a less expensive 
primary/secondary score to write out the topmost poses. Amber score 
should be used on these topmost poses for each ligand. For example, for 
T4 Lysozyme the DOCK score is calculated for 1 million compounds from 
the Available Chemicals Directory (ACD). The top 5000-10,000 compounds 
ranked by DOCK are passed through Amber score for further refinement. 
This is further illustrated in the cartoon below: 



 

 

Input files preparation. 

1) Ligand Preparation: Start with the output mol2 file from a previous 
DOCK run. lig.mol2  



 

lig.mol2 is the topmost pose generated for the ligand 3,5 difluoroaniline 
from a previous DOCK run. Also notice that this mol2 file is an output from 
DOCK, therefore the atom types are in SYBYL file format. For Amber score, 
we need the atom types in GAFF file format which is compatible with the 
AMBER molecular mechanics force field. You'll need a script 
prepare_amber.pl that will do the trick for you. If you have installed DOCK6, 
this script can be found in the bin directory.  

2) Receptor Preparation:  

(a) Clean the PDB file: 

Download the receptor PDB file 1lgu.pdb.  



 

Remove all the ligand atoms, ions, and crystal water molecules from the 
receptor pdb file. If you know that certain water molecules or ions play 
catalytic or structural roles, use your scientific judgment to decide whether 
to keep them in the PDB file.  

(b) Determine the protonation state of titratable groups: 

Determine the protonation state of the histidine and other titratable residues 
in the receptor. Care should be taken to assign the appropriate protonation 
state, especially if the residue is at or near the active site or within the 
flexible region of the scoring calculation. Use experimental data from the 
literature whenever available, or your chemical intuition to assign the 
protonation states for these residues. [Hint: Check for hydrogen bonding 
residues nearby to see whether the His or Asp should be protonated.] Or, 
you can use softwares to do this job. Some examples: 

i. PDB2PQR [http://pdb2pqr.sourceforge.net] - Python software package 
that automates the PDB file preparation and protonation state assignments. 

ii. H++ [http://biophysics.cs.vt.edu/H++] - is a tool to estimate pKa's of 
protein side chains, and to automate the process of assigning protonation 
states for molecular dynamics simulations. 

(c) Verify the residue names in the PDB file: 



After assigning the protonation states, make sure that your receptor PDB 
file has residue names according to the Amber readable format. Check the 
name of the residues to ensure that they have the correct names: 

 

Note that in Amber, histidine has three different residue names based on 
the location of the proton(s) in the imidazole ring. The default residue name 
in the PDB file from RCSB is HIS. If you do not rename this, the program 
assumes that it is imidazole with a proton on the N-epsilon atom, and 
assigns it residue name HIE. In addition, if disulfide bonds are important 
then verify that the pdb file contains correct conect records for them, and 
change the residue names from CYS to CYX.  

3) Generation of Amber readable input files: 

Prepare Amber readable input files for each receptor, ligand and the 
corresponding complex. This is done with the help of a perl script that is 
provided in the bin directory. To run this script, first make sure that you 



have perl installed on your machine. Type the following at the command 
prompt: 

$ which perl 

You should get an output similar to  
/usr/bin/perl  

If you cannot find perl then please install it. 

The syntax for prepare_amber.pl is  

USAGE: prepare_amber.pl ligand_mol2_file receptor_PDB_file 

For this example:  
prepare_amber.pl lig.mol2 1lgu.pdb 

The output files are  

Files associated with the ligand:  
lig.amber_score.mol2  
lig.1.mol2  
lig.1.amber.pdb  
lig.1.gaff.mol2  
lig.1.prmtop  
lig.1.frcmod  
lig.1.inpcrd 

Files associated with the receptor  
1lgu.amber.pdb  
1lgu.prmtop  
1lgu.inpcrd 

Files associated with the complex:  
1lgu.lig.1.amber.pdb  
1lgu.lig.1.prmtop  
1lgu.lig.1.inpcrd 

 

prepare_amber.pl has the capability to read a single file containing multiple 
ligands - typically what you would get from a DOCK run. It splits a file 
containing multiple mol2 entries into individual mol2 files that are later read 
by the Amber score.  

Since in this example, there was only one ligand in lig.mol2, the output was 
lig.1.mol2. Had there been 3 ligands in a ligand_mol2_file named 



mydnagil.mol2, the outputs would have been: mydnagil.1.mol2, 
mydnagil.2.mol2, and mydnagil.3.mol2. 

The script prepare_amber.pl performs the following main tasks: 
(i) Reads the PDB file for the receptor; adds hydrogens and some other 
missing atoms if not present; adds AMBER force field atom types and 
charges. Generates Amber parameter/topology (prmtop) and coordinate 
(inpcrd) files. This is performed via the script amberize_receptor.  
(ii) Generates a modified mol2 file with suffix amber_score.mol2 (e.g. 
lig.amber_score.mol2) that appends to each TRIPOS MOLECULE a 
TRIPOS AMBER_SCORE_ID section containing a unique label (e.g. lig.1, 
mydnagil.1, etc.). This modified mol2 file should be assigned to the 
ligand_atom_file input parameter in the DOCK input file.  
(iii) Splits the ligand_mol2_file into separate mol2 files, one file per ligand, 
where the file prefixes are the AMBER_SCORE_ID unique labels.  
(iv) Runs the antechamber program to determine the semi-empirical 
charges, such as AM1-BCC, for each ligand. Creates parameter/topology 
files for each ligand using the GAFF force field (prmtop and frcmod), and 
writes a mol2 file for the ligands with GAFF atom types (gaff.mol2). This is 
performed via the script amberize_ligand.  
(v) Combines each ligand with the receptor to generate the 
parameter/topology and coordinate files for each complex. This is 
performed via the script amberize_complex.  

4) Creation of a DOCK6 input file for Amber Score: 

Prepare an input file (dock.in) for DOCK6 or download it dock.in. 

The following options are Amber score specific: 
ligand_atom_file............................. lig.amber_score.mol2 
amber_score_primary.......................... yes 
amber_score_secondary........................ no 
amber_score_receptor_file_prefix............. 1lgu 
amber_score_movable_region................... ligand 
amber_score_minimization_rmsgrad............. 0.01 
amber_score_before_md_minimization_cycles.... 100 
amber_score_md_steps......................... 3000 
amber_score_after_md_minimization_cycles..... 100 
amber_score_gb_model......................... 5 
amber_score_nonbonded_cutoff................. 18.0 
amber_score_temperature...................... 300.0 
amber_score_abort_on_unprepped_ligand........ yes 

For ligand_atom_file, use the output file with the suffix .amber_score.mol2 
generated by prepare_amber.pl (see (ii) above). 



Use the prefix of the receptor PDB file as the input for 
amber_score_receptor_file_prefix. For this example 
amber_score_receptor_file_prefix is 1lgu for the pdb file 1lgu.pdb.  

Choose amber_score_movable_region as ligand. This defines the region 
that is allowed to move during scoring. To select other options, please read 
the manual. 

 

Run DOCK6 with Amber Score. 

USAGE: dock6 -i input_file [-o output_file] [-v] 
dock6 -i dock.in > dock.out &  

Download a copy of the dock.out file. Check it with your output file to see 
whether you get any different results.  

You can now change the options in the dock.in file, such as increase the 
number of steps of the amber_score minimization cycles and/or 
amber_score_md_steps, or increase/decrease the 
amber_score_temperature, change the amber_score_movable_region, and 
rerun the calculation to see the change in results. 

In general, the best type of movable region could be highly sensitive to the 
receptor. For example, if specific changes to the receptor upon ligand 
binding are expected then the NAB_ATOM_EXPRESSION movable region 
is appropriate. On the other hand, if a little relaxation of the receptor upon 
ligand binding is all that is desired then a small DISTANCE movable region 
might be sufficient.  

The amount of minimization and MD is dependent on the preparation of the 
receptor. If the receptor has been well equilibrated then it is expected that 
fewer min steps and md cycles will be needed to relax the complex, in 
general. Other factors, such as the type and extent of changes upon 
binding, are also relevant.  
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